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.Open Stack&lL?

» OpenStackE KIRIE T ILFTFHUMNITORREADEAZBHELT-
A=T)=R ISR ARV—TAV T VAT LTS

« OpenStacklfavEa—k-RAL—2-RYNT—D-FATUOTATAEE -F— AL —230%F
FIRETENHY—ERBTERINTWET

Your Applications

C] OPENSTACK

Openstack Dashboard

Resource pooling
Broad network access

Compute Networking Storage ( )
Measured service ZaE
. Openstack Shared Services
On-demand self-service > .
Rapld eIaStICIty Standard Hardware Tco‘ﬁlj ;‘Jﬁ
.
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http://www.youtube.com/watch?feature=player_embedded&v=TgPTjrf1y0A

. OpenStack’s Juno Release Focuses
on Big Data, Network Function Virtualization

“OpenStack Foundationd®COO Mark Collierlc&d&. ZOUU—RIC(FOpenStackd
A-HEARL-ADRMNMEIRIRIRL TWD. ZOERERDBIN. TLRANFVIZRD, “Ihld.
OpenStack(CEHTETEASRIER(TIBESS", LCollierldE5. BIERELEBIORY NI—% Juno
FORBEREF. NFVICLHTRYNI—F I —E20Z<EBEAMRTOT51 IH)DN\-RIT7HS

JE57474D (==ZMRERARN) Y-NICBE2. ENEEZERIAMNIBZEISIH, Icehouse

UD\LZDIZSHDYVINITI T ILIIEBICBEREZEME. V7IVIA LDF/INTA - ANEREINDS, “ Havana
ZH8 . TechCrunch Japan Grizzly
Folsom
Essex
Diablo 2014/10 J U I\
CaCtUS THE OPENSTACK RELEASE
Bexar v NIJ—IREEED{RAEAL i
Austin NFV: Network Function VirtualizationZ#l$b THHR—K,

20104108 2011428 2011447 2011498 2012448 2012498 2013447 20134107 2014448 20144108
NFV Subteam Focuses on Networking for Large Deployments

NFV represents a massive shift in how many networking and telco services are developed and deployed. An NFV development
team was formed in May at the OpenStack Summit and has identified nine use cases to run NFV workloads on top of OpenStack 13
environments. Initial features arrived in the Juno release, and additional NFV-related work will continue over coming releases. Z i :openstack.org

ORACLE
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http://www.openstack.org/software/juno/press-release/
http://en.wikipedia.org/wiki/Network_Functions_Virtualization
http://jp.techcrunch.com/2014/10/17/20141016openstacks-juno-release-focuses-on-big-data-network-function-virtualization/
http://www.openstack.org/software/juno/press-release/

. OpenStack Momentum

Community Growth Developer Growth

COMPANIES 300

231 -

100
AONTHLY ~ . TIO
TORS :
1,036 (238 [AREL
3 Contributors per month (ohloh)

Participating Company Growth
Code Growth: 1M+ Lines

200
1000k
| I I
8 Code M Comments W Blanks . . l I I

Launch

*ﬂﬁ OpenStack

ORACLE
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http://www.slideshare.net/openstack/openstack-3rd-birthday?v=qf1&b=&from_search=8

. OpenStack Use Cases

« TIAR—=IZIF
- FUTLER
o RRATAVY

- INT)YDU5Ik
- HP Public Cloud
- Rackspace

- INAT)YR ISR
- Rackspace APIs
- AWS APIs
- GCEAPIs

PayPal @ webex

wor kdoy@ @omcast®

(‘0) @ Public Cloud

rackspace
“Enterprises should design private cloud
services with a hybrid future in mind and make
sure future integration & interoperability is possible.”

Gartner Group

ZMOth: Think IT , OpenStack1—H£ {th

5 | Oracle confidential|
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http://thinkit.co.jp/story/2014/06/10/4999
http://openstack.jp/
http://openstack.jp/

Oracle OpenStack for Oracle Linux & VM 1= #tBAR

Press Release: 2014 10 08

. Oracle Linux & Oracle VMIZ&%0penStack7 S R ARBIREDEELEE
- EnE, BN, Ry—5T L. ke
= Linux, Windows, Solaris £ TARFIRIENDT—/O0— %X

- EHAUO—RE XU AREE

- ['Oracle Linux and Oracle VM Premier Subscription |
[Oracle Premier Support for Systems 1A% EINE A7EL THR—hH—E X1gH

- OpenStack!)!)—XIcehouseR—RATLL T izt

Nova Neutron Cinder Swift Glance Horizon Keystone
o | @ % o &

Compute Network Block Storage Object Storage Image OpenStack Identity

service service service service service Dashboard service

ORACLE
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http://japanmediacentre.oracle.com/content/detail.aspx?ReleaseID=3386&NewsAreaId=2

. OpenStacklZ¥isRES 1=
OracleLVA—TSAL X TPV =TFUJ

= MySQL Enterprise EditionEDFEENERTr—JET1- L2 TvT4
A LDImRKRILFER

s TVA—TZAXBJRAN—DDERER 5129 HZFS Storage Appliance
[ lFCinderF545 14>

= Oracle&EH—k/N\—T 1 -/\—kD 7 DA TENMETTEE
s ERELNILOEREEEEMEERTOAIVIL-TOOZTR-DRTLH
Oracle Linux&Oracle VM#Z &1t
[ Oracle OpenStack for Oracle Linux and VM HY
OpenStack CloudD{E{i1¥Z2EIR

ORACLE
7
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. Oracleh’OpenStacks5™ kD2 /S—YEHK— Mg

ORACLE ORACLE’
LINUX LINUX
ORACLE [/ ORACLE ORACI_E ORACLE' ORACLE"

LINUX LINUX

LINUX
Compute noden  Compute node1l  Control node

Repository

10

ORACLE ORACLE

ZFS STORAGE ZFS STORAGE
APPLIANCE APPLIANCE

ORACLE
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. OpenStacklc$l1%. MySQLDER{E]
ControllerURS I\U/Auto Scale & Provisioning

a N
_ _
M!:‘m Mly:‘=m

Repository Provisioning/

K Auto Scale /

ORACLE

O



OpenStackDURS




1 |

Oracle confidential|

Controller Node
controlier

Supportu. * Services

Database
MySQL or MariaDB

Message Broker
RabbitMQ or Qpid

Optional Services

Block Storage
Cinder Management
Object Storage

Swift Prox;

Database Service
Trove Management

Basic Services
|dentity
Keystone

Image Service
Glance

Compute
Nova Management

Network Node
network

Basic Services

Networking
ML2 Plug-in
Layer 2 Agent (OVS)
Layer 3 Agent
DHCP Agent

Compute Node
compute 1
Basic Services

Compute
Nova Hypervisor
KVM or QEMU

Networking
ML2 Plug-in
Layer 2 Agent (OVS)

Optional Services

Telemetry
Ceilometer Agent

Networking
Neutron Server
ML2 Plug-in

Dashboard
Horizon

Network Interfaces

1: Management
104 f24

Critical to Operation of OpenStack

m Configure Controller Services to use MySQL.
Compute:
Image:
|dentity:

Nova
Glance
Keystone

ORACLE




. MySQL in OpenStack

OpenStacklEAIFItE. TRk, 1AL, IR, BEMELRELLET,
MySQLIZ. “"‘ﬂ'la#&')?l‘f“/h'JDB&L’CEH%é«h’CL\iT

Keystone | 583

Nova IaaS (5 : EC2) Emgg
Cinder TJOvHIZARN -2 keystone

nova

Glance |VMAX—->EIE
Neutron | {RIERYKNDI—-VEIR

5 rows in set (0.01 sec)

Those DBs are metadata, so not so high; however,

If data is increase update process will be slow down. =
In that case ,delete old data or divide into partitions. ;
HA is one of the most important point. | —

..........................

ORACLE
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O 4
EEFEHRUARMIDB
EXMIZIE BREERDUKRIOM) ELTORE
MAUEDT, KAV AT LEEELLEOE |
[’) liiﬁ'ﬂ(%ﬂ&j{%?& T QA_Zﬁﬁ'i%ﬂfbﬁ ekmres rlg'tgtl?rrnébH
WEAEFESIND, LHL. TroveD &SI, T—4 Valid | tinyint()
R—R I T I LR — D S BRI S F';‘L*f:*—{,d archar (o4
r—ZX4LH5DT. T 9%7&‘“&(7‘401% I
NN AY S b ?’%’ah\ EHARICHIBRT 70 &

DERZRETTAINELHYET,
#F71=. CeilometerFZF AL TRED AL LI, 030039767¢13222044c 172027001/ Egﬁi?
AR T EREIRET HIGE L. HIRIZE-T 068869 49 :gﬂﬁa—
(TAH—FOSHEICHREREENRET HMELN 4b036e %{):1%_:1:1 a—
FE A, ; 160754703 | 5014 112,

2014-11-27
2014-11-27 01:

XMySQLMDHERETIL, Table Partitioning®:EiREEEL T
BRELTHERLIDBLNEE A,

10 rows in set (0.00

mysql> |
ORACLE
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http://docs.openstack.org/developer/ceilometer/architecture.html#alarming

. MySQLYRI ) DHAKERK

$ nova list
A e e S S S R i

| Status | Task State | PowerState | Networks

F F F o B F - F o +

| 05682b91-81a1-464c-8f40-8 | demo-insl | ACTIVE | | Running | demo-net=192.168.1.3 |
S —— E — S S— S S—— S — S — +

<> > ) Tl A N
) O @ E
N—

ORACLE
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. I\/IySQL Cloud Controller ngh Availability  prep

Active/Passive Secs +
DBRD Architecture — MySQL-Cloud
Controller
Active I—GL ) Passive
Server Server
Master Cloud controller Slave Cloud controller

ORACLE
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B High Availability with Oracle Linux
Oracle Linux + DRBD Stack
= FRENBRRIINSCEEIRTES.
Oraclelc &I AFYIHIR—b
— Oracle Linux Unbreakable Enterprise
Kernel R2(CHi&ENIZDRBD
— Oracle Linux 6.2 =T TI&EE

— DAV T ETIAINA—=IN—DIz8IC.
Pacemaker&éCorosyncz{$ g

« DEAN —2%FNAT B8, HETAAJPOSANAE
« BEEBL VT =23 (ldoTT — %R KSUZ )% o]k
« A-TOY-ATCEEODZWN\I1-33>

Application

Services -

Cluster s/w -

X 7R A kR—s3— : DRBD - Configuration and Deployment Guide
http://www.mysql.com/why-mysql/white-papers/mysal wp drbd.php

16 |  Oracle confidentiall


http://www.mysql.com/why-mysql/white-papers/mysql_wp_drbd.php
http://www.mysql.com/why-mysql/white-papers/mysql_wp_drbd.php
http://www.mysql.com/why-mysql/white-papers/mysql_wp_drbd.php
http://www.mysql.com/why-mysql/white-papers/mysql_wp_drbd.php
http://www.mysql.com/why-mysql/white-papers/mysql_wp_drbd.php

. Configuring MySQL for HA on OpenStack  DRreD
Using DRBD, Pacemaker, Corosync

« MySQLZ#EFHY 5K5IZDRBDZERE
DRBDDT—RTALIMNIZERT 5HELII1TMySQLZEHERX

» Cluster/—FEICTHBDOVIPEFIBT 5 LIIZEKE

« MySQLIZVIPTListend 3 Kk5I1Z&%E

» OpenStackE:EH—E R [EMySQLIZER E SN I1=VIPIZH&kk

% Scale OutlZHERLVDTRT =)L 7PYIT TH It



. MySQL Utilities - Fabric Fabric
s [ 1WA~ JOBEREERD

Master + Slaves Yes Secs Yes g @Jﬁ*ﬁﬁk(:&é%ﬂﬁﬁ'li
Scale-out using Sharding / Automatically Change Master = [ v —7 1> [(CLBHLE M
= D49
‘ ¥, 1 — Python
- Java
Cache ‘,L‘ - PHP
saL - .NET
MySQL Fabric
- C
Read-only « V=23 TORE|F—
Read-write - Range FJzld Hash

‘

HA Group Single Master in each HA Group. - MySQL Utilities 1.4&U Tig{H

- Sv—REBBERIEE
- v —PFEEROEFHEETEE

ORACLE
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B High-Availability Group Concept Fabric

- HEH=
- H—){—tzyhk
- B-N-B&

= JRJ5-E%
- EREER
- :E I\ ﬂJLﬁHijgﬁ\ aJt %s
- BEHIT: BEoER

- EEREE State:  Primary
— JREE:H—/\DIREE/RE Mode: Read-Write
Host: server-1.example.com

83f2dd4f-46al1-11e4-94c4-e82ae€a9348c9 localhost:13007 SECONDARY | READ_ONLY 1.0
8426dd92-46a1-11e4-94c4-e82aea9348c9 localhost:13008 PRIMARY READ WRITE! 1.0

ORACLE

19 |  Oracle confidentiall



. MySQL Replication & MySQL Fabric HA Fabric

& how this effects failover

« MySQLOL )5 —2av(d  HAT W —T TERSNAARETY
— PRIMARY = L5 —3a3 DR REA—IFETHEZTIAAEZITES

= Failover
1)FabrichA Y RA—IZH T HEEZEEMHREN
QAL —T MY RA—EHEEZIRLIRI—IZEBLET
NERZHFHLURRAZTRE
4) 27TV IR EDARI A IREELET v a

ORACLE
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MySQL Fabriclc&d
F—=AaJAMEERAT-IVTD B

ORACLE




. Sharding with Fabric Fabric

« EESRHRT—IEVT4 KYBKDESAAHZNET L EMNTHE
- KERGT—32tvk REBEDT —IRN—R/IB—H—/N\—ZRFLLQNT—4
- MEEEE INSIGA T YD RAYAXIT—F T yMI5HEl

UID 10000-20000  UID 20001-30000

» || Hx—mEsw
% UID 30001-40000
UID 40001-50000

& [ UID 50001-60000

ORACLE

Extra read-slaves Extra read-slaves -

HA Group HA Group \

22 | Oracle confidential|




. Connector API: Shard Specific Query i

= Provide tables in query = Provide sharding key
— Property: tables —  Property: key
— Fabric will compute map — Fabric will compute shard

conn.set property(tables=['employees.employees', 'employees.titles'] key=emp no)
cur = conn.cursor ()
cur.execute ("INSERT INTO employees VALUES (%s,%s,%s)", (emp _no,first name,last name))

cur.execute ("INSERT INTO titles(emp no, title, from date)"
“ VALUES (%s, %s, CURDATE())", (emp no, 'Intern'));
conn.commit ()

ORACLE
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. Connector API: Global Update Fabric

= Provide tables in query = Set global scope
— Property: tables — Property: scope
— Fabric will compute map — Query goes to global group

— (Likely to not be needed)

conn.set property(tables=['employees.titles'], scope='GLOBAL')
cur = conn.cursor ()

cur.execute ("ALTER TABLE employees.titles ADD nickname VARCHAR(64)")

ORACLE
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.MySQL Cluster 7_#7_'75’:“(’ Cluster

Multi-Master <1 Sec

JPA

FI)r—av-/—F

A 4 4 4 4 4 4 »

vV vV VvV vV vV VvV Y

ﬁ ;,# J—K-5)L—71 J—KG—)LF 2
HSRIEE ! %Fl Bt
LERS . 7

:: " %uﬁz.}

. """‘.

P E2
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.I\/IySQL Cluster - Extreme Resilience  Cluster

Nk RN

T

e
@ Node Group 1

H Z “la
Cluster S —_-—
Mgmt ® Momt
N Z
o
o
D

ORACLE
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.MySQL Cluster D% Cluster

ZSHREFTIERED e BEIS P, RILFIRY
= \}2EM e ACIDNS>H33Y, OLTPEUTIVAA 534

99.999% DuJA'E

e BENEIH. A>SAADTFIR

o { O XENLIR(CEREIE + T4 AV R E] e
UTIVEA Ly . i
oELAF>>
o F—)W)1—B + IBHRUL —> 37 )LIRULE
SQ L+ NOSQL ¢ SQL+Memcached+JavaScript+Java+HTTP/REST&C++
o A—T>Y—-X + EHRRERIEY -
BIRk o RTRI)\— ROIV AR, EIRERY —LBE R—h

ORACLE
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. MySQ L CI u Ster & (i O 283 . MySQL Cluster Evaluation Guide Cluster
- MySQLLEFRFEYI-DFERD R Ran

- FBEFTARIZEDT (. PI74T-7 74T DI AFERRHHEDD

» TTRESQLEENR VT —AR=R[ofeht. MySQLERTEENSOLE
EZBLICHOTZ(NOoSQL(KVS)ESQLOm A MMEZ 2T —IN—X)

- AQL(Push Down Join)C&DIOINDYIEN S R{LEN -

« BT=JIDAN -T2 7%ERT 32BN LK S(InnoDB or NDB)

mysql> show variables 1ike 'ndb_join_pushdown';

. - - T_ié;Jééf;_B;r}é _____ T(éﬁﬂ
JE[JEVZTA | ndb_join_pushdown | ON
. %Ej}fﬁ"‘ib\‘:}?&bgnétjx;—[)‘ I row in set (0.00 s;c) !

- ARFZRNICKEDO NI YISO NRETEIIATA
o« SRAAIBIZIF TR EIAAMIB (U THILRENKOSN DI AT A

ORACLE
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http://mysql.com/why-mysql/white-papers/mysql_cluster_eval_guide.php
http://mysql.com/why-mysql/white-papers/mysql_cluster_eval_guide.php

_ Handling Scheduled Maintenance =

oA AFNL— 3y

c JSREA—DART—)L(/—FDIEM & HIE)

c T—=TJILOBERE

« OSOT VT T L—FX/\yFDiE F

« MySQL Cluster® 7y 749 L—Fk X/ \yF D
c INYIT VT

c YT IWEALTDAVFAVAFT—TER

ORACLE



MySQL Clusterlc&kd
TF—HAuIHEERT=IVT7DI b




Cluster

. Partitioning

c EBEHDE- 1T, T—IIEATYIRAD S A XEHE I
e IKEDE- —DDT—TIEELLATEHI>EHOT—TILIZHE|

Vertical Partitioning Horizontal Partitioning

Coll | Col2 | Col3 | Col4 | Cols Coll | col2 Coll | Col3 | Cold | Cols Coll | col2 | col3 | cola | cols AR e AT E AR AR =L

Coll | Coll | Col3 | Col4 | Col5
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B Automatic Data Partitioning Cluster

Nodes & Node Groups
Table T1

4 Partitions * 2 Replicas = 8 Fragments

Px Partition

Pl

Data Node 4

A fragment is a copy of a partition

3

Number of fragments = # of partitions * # of replicas

ORACLE
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Cluster

. Automatic Data Partitioning

Nodes & Node Groups 4 Paritions * 2 Replicas = 8 Fragments
Table "1 Data Node 1

=

- I Px Parttion "

P 1 T Data Node 2

=

- Primary Fragment Data Node 4

o
- Ex_ ) Secondary Fragment 8 g

ORACLE
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. Automatic Data Partitioning
Nodes & Node Groups 4 Partitions * 2 Replicas = 8 Fragments

-

34 | Oracle confidential|

Table

Data Node 1

I Px Partition

PR

- Primary Fragment Data Node 4

([ Fx \Secondary Fragment

Cluster

ORACLE




Cluster

. Automatic Data Partitioning

Nodes & Node Groups 4 Paritions * 2 Replicas = 8 Fragments
Table 1 Data Node 1

- I Px Parttion

2D -
I P2

- Primary Fragment Data Node 4

([ Fx \Secondary Fragment

ORACLE
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Cluster

. Automatic Data Partitioning

Nodes & Node Groups 4 Paritions * 2 Replicas = 8 Fragments
Table 1 Data Node 1
1 Px Partition ¥

2D -
I P2

- Primary Fragment Data Node 4

([ Fx \Secondary Fragment

ORACLE
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Cluster

. Automatic Data Partitioning

Nodes & Node Groups 4 Paritions * 2 Replicas = 8 Fragments
Table 1 Data Node 1
1 Px Partition ¥

PR

o 1 P 2 i'
P3 >< Data Noe 3
" -,

- Primary Fragment Data Node 4

([ Fx \Secondary Fragment

ORACLE
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Cluster

. Automatic Data Partitioning

Nodes & Node Groups 4 Paritions * 2 Replicas = 8 Fragments
Table "1 Data Node 1

- I Px Parttion

PR
P2
P3

- Primary Fragment

( Fx )Secondary Fragment

—_—— ——

ORACLE
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Cluster

. Automatic Data Partitioning

Nodes & Node Groups 4 Paritions * 2 Replicas = 8 Fragments
Table "1 Data Node 1

I Px Partition

- Primary Fragment

( Fx )Secondary Fragment

—_—— ——

ORACLE
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Cluster

. Automatic Data Partitioning

Nodes & Node Groups 4 Paritions * 2 Replicas = 8 Fragments
Table "1 Data Node 1

I Px Partition

- Primary Fragment

( Fx )Secondary Fragment

—_—— ——

ORACLE
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Cluster

. Automatic Data Partitioning
Nodes & Node Groups 4 Paritions * 2 Replicas = 8 Fragments

Table T1

I Px Partition

Data Node 2

\
I |
| |
I |
| - |
: “% Node G 1!
| + < Node Group 1

|
| |
| |
| |
| |

Data Node 3

. 7
- Primary Fragment Data Node 4

( Fx )Secondary Fragment

—_—— ——

ORACLE
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Cluster

. Automatic Data Partitioning
Nodes & Node Groups 4 Paritions * 2 Replicas = 8 Fragments

Table T1

- I Px Parttion

)

I _ I
| = I
I \ I
| : I
| \,( ' I
: Data Node 2 I
T |

I 8 I
I i I
I i I

Data Node 3

<
/ Node Group 2
Data Nod% 4 P

. Primary Fragment
Node groups are created automatically - yrreg

—— ——

\
# of groups = # of data nodes / # of ( Fx ) Secondary Fragment

replicas N

—_——

ORACLE
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Cluster

. Automatic Data Partitioning

Nodes & Node Groups 4Pparions * 2 Replicas = 8 Fragments
Table T1 Data Node 1

.‘ |

-~ - | 3 |
-+ PxPartition — | —L - :
. mE R
I

I I

I I

I I

I I

Data Node 2

Data Node 3

<
/ Node Group 2
Data Nod% 4 P

5 2 )

- Primary Fragment

As long as one data node in each

node group is running we have a ( Ex ) Secondary Fragment
complete copy of the data )

ORACLE
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Cluster

. Automatic Data Partitioning
Nodes & Node Groups 4 Paritions * 2 Replicas = 8 Fragments

Table T1

———— — — — — — — — — —— — — —

Data Node 1

P

Data Node 2

f
- - I F)
| Py Pariion | —

I \

|

|

|

|

|

|

\
|
|
|

_ |
P |

/0N Node Group 1:
|
|
|
|

As long as one data node in each

node group is running we have a ( Ex ) Secondary Fragment
complete copy of the data )

—— ——

I
|
I
|
I e
. | s ~ Node Group 2
- Primary Fragment : Data Node 4
|
I
|

ORACLE
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. Automatic Data Partitioning

Nodes & Node Groups 4 Paritions * 2 Replicas = 8 Fragments

Table T1

Px

Partition

Pl

As long as one data node in each
node group is running we have a
complete copy of the data

- Primary F

(" Fx
\

—_—— ——

—

rm

) Secondary Fragment

Cluster

Data Node 1

Fa )
CEp =
N

, %« Node Group 1
Data Node 2

Data Node 3

T s )
%A’_J
N\ i

F 4
/ Node Group 2
Data Nod% 4 P

g F2 )

ORACLE
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. Automatic Data Partitioning

Nodes & Node Groups 4 Paritions * 2 Replicas = 8 Fragments

Table T1

Px

Pl

No complete copy of the data

Cluster shutdowns automatically

(" Fx
_

—_——

Partition

—

) Secondary Fragment

Cluster

Data Node 1

Fa )
CEp =
N

, %« Node Group 1
Data Node 2

B )

Data Node 3

T s )
%4_-’
N\

F 4
/ Node Group 2
Data Nod% 4 P

g F2 )

ORACLE
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. User Defined Data Partitioning Cluster
s A—Y—FH/N—Ta3a=y
« F—REAUTYIRITERSNET
* F—IZkBN—Taa= T
« HashlZ&kA/8\—742a3=> T (12581
EEDA TavEFERALTY—REaV /()L
- 3
- YRk
e J\W

[ J
19
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. MySQL & OpenStack Trove Trove

Community Edition

= Database as a Service for OpenStack

= Provision & Manage Multiple Database Instances

= Single Tenant Database in Compute (Nova) Instance
= User/Database Management

= Features a fully functional REST API

*Spin up Instances : > :

*Create Replicas Df::z,e‘

*Resize instances
Add Users & Databases / manage Grants L ’
(=)

Manage Database Backups
ORACLE

*Change DB configuration

49 | Oracle confidential|



Trove

Provisioning by Trove oY B Ao

Trove & DB

$ mysql -u root -p

mysql> CREATE DATABASE trove;

mysql> GRANT ALL PRIVILEGES ON trove.* TO trove@'localhost' IDENTIFIED BY 'TROVE_DBPASS';
mysql> GRANT ALL PRIVILEGES ON trove.* TO trove@'%"' IDENTIFIED BY 'TROVE_DBPASS'

Feeeteeeeo e e e B +Feoeeeee +

| id | name | datastore | datastore_version | status | flavor_id | size |
B Fommmeea e B D LT T Fommeaaa Fommmmeeea Fommaaa +

TrovelZ&BDBA 2 A AERK

$ trove create % Hi 2 --size=2 --databases DBNAME ¥

--users USER:PASSWORD --datastore_version mysql-5.6 --datastore mysql

TrovelZ2014%(Z1)1)—RX &t tzIce HouseM b HR—RLTLVS,
Troveld R ZETMySQLIZ* =L TLV %, &l : https://wiki.openstack.org/wiki/Trove
B R AR Tl filZvFablic Data Director® &S IZEICE#Eel Y I EH B,
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https://wiki.openstack.org/wiki/Trove
https://wiki.openstack.org/wiki/Trove
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. Server Provisioning Fabric

MySQL Fabricl&, OpenStackiEDIZ IR ITL—LT—IREHRIZ,
R7 A2 B MREIREIZELTMYSOQLO EIEAEATHEEL .
FZEIMYSQLERT— LTI hSELZENHEFT,

F1=. MySQLZ7 7y, #iLWLWI—/\—D FI BEAE 9 571,
EBHIZMYSQLEL T r—i a3 B ELE T,

Managing read load Managing shards Managing server failures
Read load increases A shard is hot or full A server in a group fails/Slave is promoted

Problem: Problem: Problem:

Read servers overloaded slower queries Availability is affected
Solution: Solution: Solution:

Add more read Servers  Split the shard Add replacement Node

ORACLE
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. Elastic Scalability with Replication Fabric

SCALABILITY & PERFORMANCE

e WILFRLY KRAL—T
cNAFYy—asnyIIL—Tazy bk

cERBlEESNTR—RDOL T r—ay

mmm SELF HEALING

CcBETIAINA—N—, RA YFA—N— -
«Ja—N\IL S UHY L3 VERIF(GTID) 24 our
Sy at—DHAL—J8&N\A(FY—04

LT — 3 AR RFIvIY LA

DEV/OPS AGILITY

cEELT)r—2 3y
s JE—IDLDNAF)—AG NI Ty T
FHROTARU
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. Self Healing MySQL Cloud Replication Fabric
Ja—nNILeSoH O3 # A F(GTID)

« DUTIVICTRL—RAEE & 1V RAV AR TESRICL T ) r— a3 % LA RE
— NAF)—ATIZEEZAEN=R T30 D—EDERF

- BEIWIZ Oz —IILA—N\—F 25D HHT—3%FDAL—TZEHI
NEERBDOLI)r—arz=RE R

root @localhost [mysql]>SELECT @@GLOBAL.GTID_EXECUTED;

Master
GTID=123456

;;-beFngi-lOS. GTID=123456

1 row 1n set (0. OO sec)

root@localhost [mysql]> GT ID=12 34 5 6 GT ID=12 34 5 6
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.Server Provisioning — OpenStack Nova Integration Fabric

. . FrA5EY SR
AVARIAHE TR IP 7FL- A HAX ~N7 RE Tl KA 5 Bffel  Fovav

r 0l65 192168 56 242 L”%;quﬂ"?; éégﬁgi;:f) B Build nova Spanning gfate 04 | Floating IP GELLT

1HEERTH
> mysqlfabric providerdregister my_stack ¥ = Fabric creates new machines’
my_user my_password ¥
http://8.21.28.222:5000/v2.0/ ¥ & MySQL Servers
—tenant=my_user_role ¥ 1. Initially using OpenStack Nova
--provider_type=OPENSTACK her f « h
> mysglfabric machine create my_stack ¥ — Other frameworks on the way
—-image id=8c92f0d9-79f1-4d95-b398-86bda7342a2d ¥ (OpenStack Trove, AWS,...)
--flavor name=m1.small = Server Setup

> mysglfabric machine list my_stack

2. Clones slave
3. Sets up replication

4. Performs custom operations
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. MySQL Fabric executor Fabric

Events

C ARV NEH O\

- Events will trigger execution of procedures
— Procedures can trigger events themselves Queue
— Each step of a procedure is called a job |

- FIR State l
— Written in Python e R R
— Interacts with servers — ‘: |

A

— Write state changes into state store A ) U
— Lock manager for conflict resolution

= Conservative two-phase locking strategy

- Avoid deadlocks [ v @

ZHE: MySOL Fabric —adding Scaling to MySOL

ORACLE
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. MySQL Fabric: Goals & Features Fabric

= Connector API Extensions = Global Updates
— Support Transactions — Global data
— Support full SQL — Schema updates
= Fabric-Aware Connectors at GA: = Sharding Functions
— PHP + Doctrine, Python, Java + - Range
Hibernate, .NET, C (pre-GA) _ (Consistent) Hash
= Decision logic in connector = Shard Operations
- Reducing latency &network load _ Shard move
= Load Balancing — Shard split
- Read-Write Split = Server Provisioning

— Distribute transactions — Cloud frameworks integration

ORACLE
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. MySQL Fabric — Current Limitations Fabric

= Routing is dependent on Fabric- = Sharding not completely transparent
aware connectors to application (must provide shard
— Currently Java (+ Hibernate), PHP (+ key — column from application
Doctrine), Python, .NET & C (labs) schema)
= MySQL Fabric node is a single (non- = No cross-shard joins or other queries
redundant process) - Management is through CLI, MySQL
— HA Maintained as connectors continue protocol or XML/RPC API

to route using local caches

= Establishes asynchronous replication

— Manual steps to switch to
semisynchronous

— No GUI

ORACLE
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. MySQL Fabric Resources Fabric

= Download and try
http://dev.mysal.com/downloads/fabric/

= Documentation
http://dev.mysgl.com/doc/mysql-utilities/en/fabric.html

= MySQL Fabric on the web
http://www.mysgl.com/products/enterprise/fabric.html

= Forum (MySQL Fabric, Sharding, HA, Utilities)
http://forums.mysqgl.com/list.php?144

= Tutorial: MySQL Fabric - adding High Availability and Scaling to MySQL
http://www.clusterdb.com/mysql-fabric/mysql-fabric-adding-high-availability-and-scaling-to-mysal

= White Paper: MySQL Fabric - A Guide to Managing MySQL High Availability and Scaling Out

http://www.mysal.com/why-mysql/white-papers/mysgl-fabric-product-quide

= Webinar Replays

http://www.mysal.com/news-and-events/on-demand-webinars/#en-20-41
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. MySQL Utilities: Replication Option: Utilities

« Enabling self-healing replication clusters
* Automated failover & recovery
— mysqglfailover Utility

24 HOUR
e Switchover & administration f)

— mysqglrpladmin Utility

. Monitoring HA Utilities

 Integrated HA to tolerate instance and region failures

Failed
Master

ySQL Utilities Cons_ -"— WREETTRTW W 'w-
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. Get Started Today!

MySQL Enterprise Edition Trial Contact a MySQL Sales Rep
Ml =
@ e ¢
Y dA
m ‘_
30BEIFSA7IL [MySQL BRILEHE O]

Oracle Software Delivery Cloud E"'S:Ef_r E#OF%EJZ]O-EEESE?S;SO L OU300-18:00
http://edelivery.oracle.com/ Tl :00-12: :00-18:
B G/ %EEIR: “MySQL Database” ARV FERFRARRBERETEY)

EHIR - http:// l.com/wh I dies/#ja-5-0 A—JL:MySQL-Sales_jp_grp@oracle.com
itp-ffwww.mysgl.comiwhy-mysglicase-studies/a-o- URL: http://www.mysql.com/about/contact/

ME~Y=a7JL: http://dev.mysgl.com/doc/index-enterprise.html
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