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Preface and Legal Notices




      This is the MySQL Backup and Recovery extract from the MySQL
      5.0 Reference Manual.
    
Legal Notices

    Copyright © 1997, 2013, Oracle and/or its affiliates. All
    rights reserved.
  

    This software and related documentation are provided under a license
    agreement containing restrictions on use and disclosure and are
    protected by intellectual property laws. Except as expressly
    permitted in your license agreement or allowed by law, you may not
    use, copy, reproduce, translate, broadcast, modify, license,
    transmit, distribute, exhibit, perform, publish, or display any
    part, in any form, or by any means. Reverse engineering,
    disassembly, or decompilation of this software, unless required by
    law for interoperability, is prohibited.
  

    The information contained herein is subject to change without notice
    and is not warranted to be error-free. If you find any errors,
    please report them to us in writing.
  

    If this software or related documentation is delivered to the U.S.
    Government or anyone licensing it on behalf of the U.S. Government,
    the following notice is applicable:
  

    U.S. GOVERNMENT RIGHTS Programs, software, databases, and related
    documentation and technical data delivered to U.S. Government
    customers are "commercial computer software" or "commercial
    technical data" pursuant to the applicable Federal Acquisition
    Regulation and agency-specific supplemental regulations. As such,
    the use, duplication, disclosure, modification, and adaptation shall
    be subject to the restrictions and license terms set forth in the
    applicable Government contract, and, to the extent applicable by the
    terms of the Government contract, the additional rights set forth in
    FAR 52.227-19, Commercial Computer Software License (December 2007).
    Oracle USA, Inc., 500 Oracle Parkway, Redwood City, CA 94065.
  

    This software is developed for general use in a variety of
    information management applications. It is not developed or intended
    for use in any inherently dangerous applications, including
    applications which may create a risk of personal injury. If you use
    this software in dangerous applications, then you shall be
    responsible to take all appropriate fail-safe, backup, redundancy,
    and other measures to ensure the safe use of this software. Oracle
    Corporation and its affiliates disclaim any liability for any
    damages caused by use of this software in dangerous applications.
  

    Oracle is a registered trademark of Oracle Corporation and/or its
    affiliates. MySQL is a trademark of Oracle Corporation and/or its
    affiliates, and shall not be used without Oracle's express written
    authorization. Other names may be trademarks of their respective
    owners.
  

    This software and documentation may provide access to or information
    on content, products, and services from third parties. Oracle
    Corporation and its affiliates are not responsible for and expressly
    disclaim all warranties of any kind with respect to third-party
    content, products, and services. Oracle Corporation and its
    affiliates will not be responsible for any loss, costs, or damages
    incurred due to your access to or use of third-party content,
    products, or services.
  

    This document in any form, software or printed matter, contains
    proprietary information that is the exclusive property of Oracle.
    Your access to and use of this material is subject to the terms and
    conditions of your Oracle Software License and Service Agreement,
    which has been executed and with which you agree to comply. This
    document and information contained herein may not be disclosed,
    copied, reproduced, or distributed to anyone outside Oracle without
    prior written consent of Oracle or as specifically provided below.
    This document is not part of your license agreement nor can it be
    incorporated into any contractual agreement with Oracle or its
    subsidiaries or affiliates.
  

    This documentation is NOT distributed under a GPL license. Use of
    this documentation is subject to the following terms:
  

    You may create a printed copy of this documentation solely for your
    own personal use. Conversion to other formats is allowed as long as
    the actual content is not altered or edited in any way. You shall
    not publish or distribute this documentation in any form or on any
    media, except if you distribute the documentation in a manner
    similar to how Oracle disseminates it (that is, electronically for
    download on a Web site with the software) or on a CD-ROM or similar
    medium, provided however that the documentation is disseminated
    together with the software on the same medium. Any other use, such
    as any dissemination of printed copies or use of this documentation,
    in whole or in part, in another publication, requires the prior
    written consent from an authorized representative of Oracle. Oracle
    and/or its affiliates reserve any and all rights to this
    documentation not expressly granted above.
  

    For more information on the terms of this license, or for details on
    how the MySQL documentation is built and produced, please visit
    MySQL Contact &
    Questions.
  

    For additional licensing information, including licenses for
    third-party libraries used by MySQL products, see
    Preface and Legal Notices.
  

    For help with using MySQL, please visit either the
    MySQL Forums or
    MySQL Mailing Lists
    where you can discuss your issues with other MySQL users.
  

    For additional documentation on MySQL products, including
    translations of the documentation into other languages, and
    downloadable versions in variety of formats, including HTML and PDF
    formats, see the MySQL
    Documentation Library.
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    It is important to back up your databases so that you can recover
    your data and be up and running again in case problems occur, such
    as system crashes, hardware failures, or users deleting data by
    mistake. Backups are also essential as a safeguard before upgrading
    a MySQL installation, and they can be used to transfer a MySQL
    installation to another system or to set up replication slave
    servers.
  

    MySQL offers a variety of backup strategies from which you can
    choose the methods that best suit the requirements for your
    installation. This chapter discusses several backup and recovery
    topics with which you should be familiar:
  
	
        Types of backups: Logical versus physical, full versus
        incremental, and so forth
      

	
        Methods for creating backups
      

	
        Recovery methods, including point-in-time recovery
      

	
        Backup scheduling, compression, and encryption
      

	
        Table maintenance, to enable recovery of corrupt tables
      




    Additional Resources
  

    Resources related to backup or to maintaining data availability
    include the following:
  
	
        A forum dedicated to backup issues is available at
        http://forums.mysql.com/list.php?93.
      

	
        Details for mysqldump,
        mysqlhotcopy, and other MySQL backup programs
        can be found in MySQL Programs.
      

	
        The syntax of the SQL statements described here is given in
        SQL Statement Syntax.
      

	
        For additional information about InnoDB
        backup procedures, see Chapter 3, Backing Up and Recovering an InnoDB
      Database.
      

	
        Replication enables you to maintain identical data on multiple
        servers. This has several benefits, such as enabling client
        query load to be distributed over servers, availability of data
        even if a given server is taken offline or fails, and the
        ability to make backups with no impact on the master by using a
        slave server. See Replication.
      

	
        MySQL Cluster provides a high-availability, high-redundancy
        version of MySQL adapted for the distributed computing
        environment. See MySQL Cluster. For
        information specifically about MySQL Cluster backup, see
        Online Backup of MySQL Cluster.
      



1.1. Backup and Recovery Types




      This section describes the characteristics of different types of
      backups.
    

      Logical Versus Physical (Raw)
      Backups
    

      Logical backups save information represented as logical database
      structure (CREATE DATABASE,
      CREATE TABLE statements) and
      content (INSERT statements or
      delimited-text files). Physical backups consist of raw copies of
      the directories and files that store database contents.
    

      Logical backup methods have these characteristics:
    
	
          The backup is done by querying the MySQL server to obtain
          database structure and content information.
        

	
          Backup is slower than physical methods because the server must
          access database information and convert it to logical format.
          If the output is written on the client side, the server must
          also send it to the backup program.
        

	
          Output is larger than for physical backup, particularly when
          saved in text format.
        

	
          Backup and restore granularity is available at the server
          level (all databases), database level (all tables in a
          particular database), or table level. This is true regardless
          of storage engine.
        

	
          The backup does not include log or configuration files, or
          other database-related files that are not part of databases.
        

	
          Backups stored in logical format are machine independent and
          highly portable.
        

	
          Logical backups are performed with the MySQL server running.
          The server is not taken offline.
        

	
          Logical backup tools include the mysqldump
          program and the SELECT
          ... INTO OUTFILE statement. These work for any
          storage engine, even MEMORY.
        

	
          To restore logical backups, SQL-format dump files can be
          processed using the mysql client. To load
          delimited-text files, use the
          LOAD DATA
          INFILE statement or the
          mysqlimport client.
        




      Physical backup methods have these characteristics:
    
	
          The backup consists of exact copies of database directories
          and files. Typically this is a copy of all or part of the
          MySQL data directory. Data from MEMORY
          tables cannot be backed up this way because their contents are
          not stored on disk.
        

	
          Physical backup methods are faster than logical because they
          involve only file copying without conversion.
        

	
          Output is more compact than for logical backup.
        

	
          Backup and restore granularity ranges from the level of the
          entire data directory down to the level of individual files.
          This may or may not provide for table-level granularity,
          depending on storage engine. (Each MyISAM
          table corresponds uniquely to a set of files, but an
          InnoDB table shares file storage with other
          InnoDB tables.)
        

	
          In addition to databases, the backup can include any related
          files such as log or configuration files.
        

	
          Backups are portable only to other machines that have
          identical or similar hardware characteristics.
        

	
          Backups can be performed while the MySQL server is not
          running. If the server is running, it is necessary to perform
          appropriate locking so that the server does not change
          database contents during the backup.
        

	
          Physical backup tools include file system-level commands (such
          as cp, scp,
          tar, rsync),
          mysqlhotcopy for MyISAM
          tables, ibbackup for
          InnoDB tables, or START
          BACKUP for NDB tables.
        

	
          For restore, files copied at the file system level or with
          mysqlhotcopy can be copied back to their
          original locations with file system commands;
          ibbackup restores InnoDB
          tables, and ndb_restore restores
          NDB tables.
        




      Online Versus Offline Backups
    

      Online backups take place while the MySQL server is running so
      that the database information can be obtained from the server.
      Offline backups take place while the server is stopped. This
      distinction can also be described as “hot” versus
      “cold” backups; a “warm” backup is one
      where the server remains running but locked against modifying data
      while you access database files externally.
    

      Online backup methods have these characteristics:
    
	
          The backup is less intrusive to other clients, which can
          connect to the MySQL server during the backup and may be able
          to access data depending on what operations they need to
          perform.
        

	
          Care must be taken to impose appropriate locking so that data
          modifications do not take place that would compromise backup
          integrity.
        




      Offline backup methods have these characteristics:
    
	
          Clients can be affected adversely because the server is
          unavailable during backup.
        

	
          The backup procedure is simpler because there is no
          possibility of interference from client activity.
        




      A similar distinction between online and offline applies for
      recovery operations, and similar characteristics apply. However,
      it is more likely that clients will be affected for online
      recovery than for online backup because recovery requires stronger
      locking. During backup, clients might be able to read data while
      it is being backed up. Recovery modifies data and does not just
      read it, so clients must be prevented from accessing data while it
      is being restored.
    

      Local Versus Remote Backups
    

      A local backup is performed on the same host where the MySQL
      server runs, whereas a remote backup is done from a different
      host. For some types of backups, the backup can be initiated from
      a remote host even if the output is written locally on the server.
      host.
    
	
          mysqldump can connect to local or remote
          servers. For SQL output (CREATE and
          INSERT statements), local or
          remote dumps can be done and generate output on the client.
          For delimited-text output (with the
          --tab option), data files
          are created on the server host.
        

	
          mysqlhotcopy performs only local backups:
          It connects to the server to lock it against data
          modifications and then copies local table files.
        

	
          SELECT ... INTO
          OUTFILE can be initiated from a local or remote
          client host, but the output file is created on the server
          host.
        

	
          Physical backup methods typically are initiated locally on the
          MySQL server host so that the server can be taken offline,
          although the destination for copied files might be remote.
        




      Snapshot Backups
    

      Some file system implementations enable “snapshots”
      to be taken. These provide logical copies of the file system at a
      given point in time, without requiring a physical copy of the
      entire file system. (For example, the implementation may use
      copy-on-write techniques so that only parts of the file system
      modified after the snapshot time need be copied.) MySQL itself
      does not provide the capability for taking file system snapshots.
      It is available through third-party solutions such as Veritas,
      LVM, or ZFS.
    

      Full Versus Incremental Backups
    

      A full backup includes all data managed by a MySQL server at a
      given point in time. An incremental backup consists of the changes
      made to the data during a given time span (from one point in time
      to another). MySQL has different ways to perform full backups,
      such as those described earlier in this section. Incremental
      backups are made possible by enabling the server's binary log,
      which the server uses to record data changes.
    

      Full Versus Point-in-Time (Incremental)
      Recovery
    

      A full recovery restores all data from a full backup. This
      restores the server instance to the state that it had when the
      backup was made. If that state is not sufficiently current, a full
      recovery can be followed by recovery of incremental backups made
      since the full backup, to bring the server to a more up-to-date
      state.
    

      Incremental recovery is recovery of changes made during a given
      time span. This is also called point-in-time recovery because it
      makes a server's state current up to a given time. Point-in-time
      recovery is based on the binary log and typically follows a full
      recovery from the backup files that restores the server to its
      state when the backup was made. Then the data changes written in
      the binary log files are applied as incremental recovery to redo
      data modifications and bring the server up to the desired point in
      time.
    

      Table Maintenance
    

      Data integrity can be compromised if tables become corrupt. MySQL
      provides programs for checking MyISAM
      tables and repairing them should problems be found. See
      Section 1.6, “MyISAM Table Maintenance and Crash Recovery”.
    

      Backup Scheduling, Compression, and
      Encryption
    

      Backup scheduling is valuable for automating backup procedures.
      Compression of backup output reduces space requirements, and
      encryption of the output provides better security against
      unauthorized access of backed-up data. MySQL itself does not
      provide these capabilities. ibbackup can
      compress InnoDB backups, and compression or
      encryption of backup output can be achieved using file system
      utilities. Other third-party solutions may be available.
    


1.2. Database Backup Methods




      This section summarizes some general methods for making backups.
    

      Making Backups with
      mysqldump or
      mysqlhotcopy
    

      The mysqldump program and the
      mysqlhotcopy script can make backups.
      mysqldump is more general because it can back
      up all kinds of tables. mysqlhotcopy works only
      with some storage engines. (See Section 1.4, “Using mysqldump for Backups”,
      and mysqlhotcopy — A Database Backup Program.)
    

      For InnoDB tables, it is possible to perform an
      online backup that takes no locks on tables using the
      --single-transaction option to
      mysqldump. See Section 1.3.1, “Establishing a Backup Policy”.
    

      Making Backups by Copying Table
      Files
    

      For storage engines that represent each table using its own files,
      tables can be backed up by copying those files. For example,
      MyISAM tables are stored as files, so it is
      easy to do a backup by copying files (*.frm,
      *.MYD, and *.MYI files).
      To get a consistent backup, stop the server or lock and flush the
      relevant tables:
    
LOCK TABLES tbl_list READ;
FLUSH TABLES tbl_list;


      You need only a read lock; this enables other clients to continue
      to query the tables while you are making a copy of the files in
      the database directory. The
      FLUSH TABLES
      statement is needed to ensure that the all active index pages are
      written to disk before you start the backup. See
      LOCK TABLES and UNLOCK TABLES Syntax, and FLUSH Syntax.
    

      You can also create a binary backup simply by copying all table
      files, as long as the server isn't updating anything. The
      mysqlhotcopy script uses this method. (But note
      that table file copying methods do not work if your database
      contains InnoDB tables.
      mysqlhotcopy does not work for
      InnoDB tables because InnoDB
      does not necessarily store table contents in database directories.
      Also, even if the server is not actively updating data,
      InnoDB may still have modified data cached in
      memory and not flushed to disk.)
    

      Making Delimited-Text File
      Backups
    

      To create a text file containing a table's data, you can use
      SELECT * INTO OUTFILE
      'file_name' FROM
      tbl_name. The file is created
      on the MySQL server host, not the client host. For this statement,
      the output file cannot already exist because permitting files to
      be overwritten constitutes a security risk. See
      SELECT Syntax. This method works for any kind of data
      file, but saves only table data, not the table structure.
    

      Another way to create text data files (along with files containing
      CREATE TABLE statements for the
      backed up tables) is to use mysqldump with the
      --tab option. See
      Section 1.4.3, “Dumping Data in Delimited-Text Format with mysqldump”.
    

      To reload a delimited-text data file, use
      LOAD DATA
      INFILE or mysqlimport.
    

      Making Incremental Backups by Enabling the
      Binary Log
    

      MySQL supports incremental backups: You must start the server with
      the --log-bin option to enable
      binary logging; see The Binary Log. The binary log
      files provide you with the information you need to replicate
      changes to the database that are made subsequent to the point at
      which you performed a backup. At the moment you want to make an
      incremental backup (containing all changes that happened since the
      last full or incremental backup), you should rotate the binary log
      by using FLUSH
      LOGS. This done, you need to copy to the backup location
      all binary logs which range from the one of the moment of the last
      full or incremental backup to the last but one. These binary logs
      are the incremental backup; at restore time, you apply them as
      explained in Section 1.5, “Point-in-Time (Incremental) Recovery Using the Binary Log”. The next
      time you do a full backup, you should also rotate the binary log
      using FLUSH LOGS,
      mysqldump --flush-logs, or
      mysqlhotcopy --flushlog. See
      mysqldump — A Database Backup Program, and mysqlhotcopy — A Database Backup Program.
    

      Making Backups Using Replication
      Slaves
    

      If you have performance problems with your master server while
      making backups, one strategy that can help is to set up
      replication and perform backups on the slave rather than on the
      master. See Chapter 2, Using Replication for Backups.
    

      If you are backing up a slave replication server, you should back
      up its master.info and
      relay-log.info files when you back up the
      slave's databases, regardless of the backup method you choose.
      These information files are always needed to resume replication
      after you restore the slave's data. If your slave is replicating
      LOAD DATA
      INFILE statements, you should also back up any
      SQL_LOAD-* files that exist in the directory
      that the slave uses for this purpose. The slave needs these files
      to resume replication of any interrupted
      LOAD DATA
      INFILE operations. The location of this directory is the
      value of the --slave-load-tmpdir
      option. If the server was not started with that option, the
      directory location is the value of the
      tmpdir system variable.
    

      Recovering Corrupt Tables
    

      If you have to restore MyISAM tables that have
      become corrupt, try to recover them using
      REPAIR TABLE or myisamchk
      -r first. That should work in 99.9% of all cases. If
      myisamchk fails, see
      Section 1.6, “MyISAM Table Maintenance and Crash Recovery”.
    

      Making Backups Using a File System
      Snapshot
    

      If you are using a Veritas file system, you can make a backup like
      this:
    
	
          From a client program, execute
          FLUSH TABLES WITH READ
          LOCK.
        

	
          From another shell, execute mount vxfs
          snapshot.
        

	
          From the first client, execute
          UNLOCK
          TABLES.
        

	
          Copy files from the snapshot.
        

	
          Unmount the snapshot.
        




      Similar snapshot capabilities may be available in other file
      systems, such as LVM or ZFS.
    

1.3. Example Backup and Recovery Strategy




      This section discusses a procedure for performing backups that
      enables you to recover data after several types of crashes:
    
	
          Operating system crash
        

	
          Power failure
        

	
          File system crash
        

	
          Hardware problem (hard drive, motherboard, and so forth)
        




      The example commands do not include options such as
      --user and
      --password for the
      mysqldump and mysql client
      programs. You should include such options as necessary to enable
      client programs to connect to the MySQL server.
    

      Assume that data is stored in the InnoDB
      storage engine, which has support for transactions and automatic
      crash recovery. Assume also that the MySQL server is under load at
      the time of the crash. If it were not, no recovery would ever be
      needed.
    

      For cases of operating system crashes or power failures, we can
      assume that MySQL's disk data is available after a restart. The
      InnoDB data files might not contain consistent
      data due to the crash, but InnoDB reads its
      logs and finds in them the list of pending committed and
      noncommitted transactions that have not been flushed to the data
      files. InnoDB automatically rolls back those
      transactions that were not committed, and flushes to its data
      files those that were committed. Information about this recovery
      process is conveyed to the user through the MySQL error log. The
      following is an example log excerpt:
    
InnoDB: Database was not shut down normally.
InnoDB: Starting recovery from log files...
InnoDB: Starting log scan based on checkpoint at
InnoDB: log sequence number 0 13674004
InnoDB: Doing recovery: scanned up to log sequence number 0 13739520
InnoDB: Doing recovery: scanned up to log sequence number 0 13805056
InnoDB: Doing recovery: scanned up to log sequence number 0 13870592
InnoDB: Doing recovery: scanned up to log sequence number 0 13936128
...
InnoDB: Doing recovery: scanned up to log sequence number 0 20555264
InnoDB: Doing recovery: scanned up to log sequence number 0 20620800
InnoDB: Doing recovery: scanned up to log sequence number 0 20664692
InnoDB: 1 uncommitted transaction(s) which must be rolled back
InnoDB: Starting rollback of uncommitted transactions
InnoDB: Rolling back trx no 16745
InnoDB: Rolling back of trx no 16745 completed
InnoDB: Rollback of uncommitted transactions completed
InnoDB: Starting an apply batch of log records to the database...
InnoDB: Apply batch completed
InnoDB: Started
mysqld: ready for connections

      For the cases of file system crashes or hardware problems, we can
      assume that the MySQL disk data is not
      available after a restart. This means that MySQL fails to start
      successfully because some blocks of disk data are no longer
      readable. In this case, it is necessary to reformat the disk,
      install a new one, or otherwise correct the underlying problem.
      Then it is necessary to recover our MySQL data from backups, which
      means that backups must already have been made. To make sure that
      is the case, design and implement a backup policy.
    
1.3.1. Establishing a Backup Policy




        To be useful, backups must be scheduled regularly. A full backup
        (a snapshot of the data at a point in time) can be done in MySQL
        with several tools. For example, InnoDB Hot
        Backup provides online nonblocking physical backup of
        the InnoDB data files, and
        mysqldump provides online logical backup.
        This discussion uses mysqldump.
      

        Assume that we make a full backup of all our
        InnoDB tables in all databases using the
        following command on Sunday at 1 p.m., when load is low:
      
shell> mysqldump --single-transaction --all-databases > backup_sunday_1_PM.sql


        The resulting .sql file produced by
        mysqldump contains a set of SQL
        INSERT statements that can be
        used to reload the dumped tables at a later time.
      

        This backup operation acquires a global read lock on all tables
        at the beginning of the dump (using
        FLUSH TABLES WITH READ
        LOCK). As soon as this lock has been acquired, the
        binary log coordinates are read and the lock is released. If
        long updating statements are running when the
        FLUSH statement is issued, the
        backup operation may stall until those statements finish. After
        that, the dump becomes lock-free and does not disturb reads and
        writes on the tables.
      

        It was assumed earlier that the tables to back up are
        InnoDB tables, so
        --single-transaction uses a
        consistent read and guarantees that data seen by
        mysqldump does not change. (Changes made by
        other clients to InnoDB tables are not seen
        by the mysqldump process.) If the backup
        operation includes nontransactional tables, consistency requires
        that they do not change during the backup. For example, for the
        MyISAM tables in the mysql
        database, there must be no administrative changes to MySQL
        accounts during the backup.
      

        Full backups are necessary, but it is not always convenient to
        create them. They produce large backup files and take time to
        generate. They are not optimal in the sense that each successive
        full backup includes all data, even that part that has not
        changed since the previous full backup. It is more efficient to
        make an initial full backup, and then to make incremental
        backups. The incremental backups are smaller and take less time
        to produce. The tradeoff is that, at recovery time, you cannot
        restore your data just by reloading the full backup. You must
        also process the incremental backups to recover the incremental
        changes.
      

        To make incremental backups, we need to save the incremental
        changes. In MySQL, these changes are represented in the binary
        log, so the MySQL server should always be started with the
        --log-bin option to enable that
        log. With binary logging enabled, the server writes each data
        change into a file while it updates data. Looking at the data
        directory of a MySQL server that was started with the
        --log-bin option and that has
        been running for some days, we find these MySQL binary log
        files:
      
-rw-rw---- 1 guilhem  guilhem   1277324 Nov 10 23:59 gbichot2-bin.000001
-rw-rw---- 1 guilhem  guilhem         4 Nov 10 23:59 gbichot2-bin.000002
-rw-rw---- 1 guilhem  guilhem        79 Nov 11 11:06 gbichot2-bin.000003
-rw-rw---- 1 guilhem  guilhem       508 Nov 11 11:08 gbichot2-bin.000004
-rw-rw---- 1 guilhem  guilhem 220047446 Nov 12 16:47 gbichot2-bin.000005
-rw-rw---- 1 guilhem  guilhem    998412 Nov 14 10:08 gbichot2-bin.000006
-rw-rw---- 1 guilhem  guilhem       361 Nov 14 10:07 gbichot2-bin.index

        Each time it restarts, the MySQL server creates a new binary log
        file using the next number in the sequence. While the server is
        running, you can also tell it to close the current binary log
        file and begin a new one manually by issuing a
        FLUSH LOGS SQL
        statement or with a mysqladmin flush-logs
        command. mysqldump also has an option to
        flush the logs. The .index file in the data
        directory contains the list of all MySQL binary logs in the
        directory.
      

        The MySQL binary logs are important for recovery because they
        form the set of incremental backups. If you make sure to flush
        the logs when you make your full backup, the binary log files
        created afterward contain all the data changes made since the
        backup. Let's modify the previous mysqldump
        command a bit so that it flushes the MySQL binary logs at the
        moment of the full backup, and so that the dump file contains
        the name of the new current binary log:
      
shell> mysqldump --single-transaction --flush-logs --master-data=2 \
         --all-databases > backup_sunday_1_PM.sql


        After executing this command, the data directory contains a new
        binary log file, gbichot2-bin.000007,
        because the --flush-logs
        option causes the server to flush its logs. The
        --master-data option causes
        mysqldump to write binary log information to
        its output, so the resulting .sql dump file
        includes these lines:
      
-- Position to start replication or point-in-time recovery from
-- CHANGE MASTER TO MASTER_LOG_FILE='gbichot2-bin.000007',MASTER_LOG_POS=4;

        Because the mysqldump command made a full
        backup, those lines mean two things:
      
	
            The dump file contains all changes made before any changes
            written to the gbichot2-bin.000007
            binary log file or newer.
          

	
            All data changes logged after the backup are not present in
            the dump file, but are present in the
            gbichot2-bin.000007 binary log file or
            newer.
          




        On Monday at 1 p.m., we can create an incremental backup by
        flushing the logs to begin a new binary log file. For example,
        executing a mysqladmin flush-logs command
        creates gbichot2-bin.000008. All changes
        between the Sunday 1 p.m. full backup and Monday 1 p.m. will be
        in the gbichot2-bin.000007 file. This
        incremental backup is important, so it is a good idea to copy it
        to a safe place. (For example, back it up on tape or DVD, or
        copy it to another machine.) On Tuesday at 1 p.m., execute
        another mysqladmin flush-logs command. All
        changes between Monday 1 p.m. and Tuesday 1 p.m. will be in the
        gbichot2-bin.000008 file (which also should
        be copied somewhere safe).
      

        The MySQL binary logs take up disk space. To free up space,
        purge them from time to time. One way to do this is by deleting
        the binary logs that are no longer needed, such as when we make
        a full backup:
      
shell> mysqldump --single-transaction --flush-logs --master-data=2 \
         --all-databases --delete-master-logs > backup_sunday_1_PM.sql

Note

          Deleting the MySQL binary logs with mysqldump
          --delete-master-logs can be dangerous if your server
          is a replication master server, because slave servers might
          not yet fully have processed the contents of the binary log.
          The description for the PURGE BINARY
          LOGS statement explains what should be verified
          before deleting the MySQL binary logs. See
          PURGE BINARY LOGS Syntax.
        


1.3.2. Using Backups for Recovery




        Now, suppose that we have a catastrophic crash on Wednesday at 8
        a.m. that requires recovery from backups. To recover, first we
        restore the last full backup we have (the one from Sunday 1
        p.m.). The full backup file is just a set of SQL statements, so
        restoring it is very easy:
      
shell> mysql < backup_sunday_1_PM.sql


        At this point, the data is restored to its state as of Sunday 1
        p.m.. To restore the changes made since then, we must use the
        incremental backups; that is, the
        gbichot2-bin.000007 and
        gbichot2-bin.000008 binary log files. Fetch
        the files if necessary from where they were backed up, and then
        process their contents like this:
      
shell> mysqlbinlog gbichot2-bin.000007 gbichot2-bin.000008 | mysql


        We now have recovered the data to its state as of Tuesday 1
        p.m., but still are missing the changes from that date to the
        date of the crash. To not lose them, we would have needed to
        have the MySQL server store its MySQL binary logs into a safe
        location (RAID disks, SAN, ...) different from the place where
        it stores its data files, so that these logs were not on the
        destroyed disk. (That is, we can start the server with a
        --log-bin option that specifies a
        location on a different physical device from the one on which
        the data directory resides. That way, the logs are safe even if
        the device containing the directory is lost.) If we had done
        this, we would have the gbichot2-bin.000009
        file (and any subsequent files) at hand, and we could apply them
        using mysqlbinlog and
        mysql to restore the most recent data changes
        with no loss up to the moment of the crash:
      
shell> mysqlbinlog gbichot2-bin.000009 ... | mysql


        For more information about using mysqlbinlog
        to process binary log files, see
        Section 1.5, “Point-in-Time (Incremental) Recovery Using the Binary Log”.
      

1.3.3. Backup Strategy Summary




        In case of an operating system crash or power failure,
        InnoDB itself does all the job of recovering
        data. But to make sure that you can sleep well, observe the
        following guidelines:
      
	
            Always run the MySQL server with the
            --log-bin option, or even
            --log-bin=log_name,
            where the log file name is located on some safe media
            different from the drive on which the data directory is
            located. If you have such safe media, this technique can
            also be good for disk load balancing (which results in a
            performance improvement).
          

	
            Make periodic full backups, using the
            mysqldump command shown earlier in
            Section 1.3.1, “Establishing a Backup Policy”, that makes an online,
            nonblocking backup.
          

	
            Make periodic incremental backups by flushing the logs with
            FLUSH LOGS
            or mysqladmin flush-logs.
          





1.4. Using mysqldump for Backups




      This section describes how to use mysqldump to
      produce dump files, and how to reload dump files. A dump file can
      be used in several ways:
    
	
          As a backup to enable data recovery in case of data loss.
        

	
          As a source of data for setting up replication slaves.
        

	
          As a source of data for experimentation:
        
	
              To make a copy of a database that you can use without
              changing the original data.
            

	
              To test potential upgrade incompatibilities.
            







      mysqldump produces two types of output,
      depending on whether the --tab
      option is given:
    
	
          Without --tab,
          mysqldump writes SQL statements to the
          standard output. This output consists of
          CREATE statements to create dumped objects
          (databases, tables, stored routines, and so forth), and
          INSERT statements to load data into tables.
          The output can be saved in a file and reloaded later using
          mysql to recreate the dumped objects.
          Options are available to modify the format of the SQL
          statements, and to control which objects are dumped.
        

	
          With --tab,
          mysqldump produces two output files for
          each dumped table. The server writes one file as tab-delimited
          text, one line per table row. This file is named
          tbl_name.txt
          in the output directory. The server also sends a
          CREATE TABLE statement for the
          table to mysqldump, which writes it as a
          file named
          tbl_name.sql
          in the output directory.
        



1.4.1. Dumping Data in SQL Format with mysqldump




        This section describes how to use mysqldump
        to create SQL-format dump files. For information about reloading
        such dump files, see
        Section 1.4.2, “Reloading SQL-Format Backups”.
      

        By default, mysqldump writes information as
        SQL statements to the standard output. You can save the output
        in a file:
      
shell> mysqldump [arguments] > file_name


        To dump all databases, invoke mysqldump with
        the --all-databases option:
      
shell> mysqldump --all-databases > dump.sql


        To dump only specific databases, name them on the command line
        and use the --databases
        option:
      
shell> mysqldump --databases db1 db2 db3 > dump.sql


        The --databases option causes
        all names on the command line to be treated as database names.
        Without this option, mysqldump treats the
        first name as a database name and those following as table
        names.
      

        With --all-databases or
        --databases,
        mysqldump writes CREATE
        DATABASE and USE
        statements prior to the dump output for each database. This
        ensures that when the dump file is reloaded, it creates each
        database if it does not exist and makes it the default database
        so database contents are loaded into the same database from
        which they came. If you want to cause the dump file to force a
        drop of each database before recreating it, use the
        --add-drop-database option as
        well. In this case, mysqldump writes a
        DROP DATABASE statement preceding
        each CREATE DATABASE statement.
      

        To dump a single database, name it on the command line:
      
shell> mysqldump --databases test > dump.sql


        In the single-database case, it is permissible to omit the
        --databases option:
      
shell> mysqldump test > dump.sql


        The difference between the two preceding commands is that
        without --databases, the dump
        output contains no CREATE
        DATABASE or USE
        statements. This has several implications:
      
	
            When you reload the dump file, you must specify a default
            database name so that the server knows which database to
            reload.
          

	
            For reloading, you can specify a database name different
            from the original name, which enables you to reload the data
            into a different database.
          

	
            If the database to be reloaded does not exist, you must
            create it first.
          

	
            Because the output will contain no
            CREATE DATABASE statement,
            the --add-drop-database
            option has no effect. If you use it, it produces no
            DROP DATABASE statement.
          




        To dump only specific tables from a database, name them on the
        command line following the database name:
      
shell> mysqldump test t1 t3 t7 > dump.sql


1.4.2. Reloading SQL-Format Backups




        To reload a dump file written by mysqldump
        that consists of SQL statements, use it as input to the
        mysql client. If the dump file was created by
        mysqldump with the
        --all-databases or
        --databases option, it
        contains CREATE DATABASE and
        USE statements and it is not
        necessary to specify a default database into which to load the
        data:
      
shell> mysql < dump.sql


        Alternatively, from within mysql, use a
        source command:
      
mysql> source dump.sql


        If the file is a single-database dump not containing
        CREATE DATABASE and
        USE statements, create the
        database first (if necessary):
      
shell> mysqladmin create db1


        Then specify the database name when you load the dump file:
      
shell> mysql db1 < dump.sql


        Alternatively, from within mysql, create the
        database, select it as the default database, and load the dump
        file:
      
mysql> CREATE DATABASE IF NOT EXISTS db1;
mysql> USE db1;
mysql> source dump.sql


1.4.3. Dumping Data in Delimited-Text Format with mysqldump




        This section describes how to use mysqldump
        to create delimited-text dump files. For information about
        reloading such dump files, see
        Section 1.4.4, “Reloading Delimited-Text Format Backups”.
      

        If you invoke mysqldump with the
        --tab=dir_name
        option, it uses dir_name as the
        output directory and dumps tables individually in that directory
        using two files for each table. The table name is the basename
        for these files. For a table named t1, the
        files are named t1.sql and
        t1.txt. The .sql file
        contains a CREATE TABLE statement
        for the table. The .txt file contains the
        table data, one line per table row.
      

        The following command dumps the contents of the
        db1 database to files in the
        /tmp database:
      
shell> mysqldump --tab=/tmp db1


        The .txt files containing table data are
        written by the server, so they are owned by the system account
        used for running the server. The server uses
        SELECT ... INTO
        OUTFILE to write the files, so you must have the
        FILE privilege to perform this
        operation, and an error occurs if a given
        .txt file already exists.
      

        The server sends the CREATE definitions for
        dumped tables to mysqldump, which writes them
        to .sql files. These files therefore are
        owned by the user who executes mysqldump.
      

        It is best that --tab be used
        only for dumping a local server. If you use it with a remote
        server, the --tab directory
        must exist on both the local and remote hosts, and the
        .txt files will be written by the server in
        the remote directory (on the server host), whereas the
        .sql files will be written by
        mysqldump in the local directory (on the
        client host).
      

        For mysqldump --tab, the server by default
        writes table data to .txt files one line
        per row with tabs between column values, no quotation marks
        around column values, and newline as the line terminator. (These
        are the same defaults as for
        SELECT ... INTO
        OUTFILE.)
      

        To enable data files to be written using a different format,
        mysqldump supports these options:
      
	
            --fields-terminated-by=str
          

            The string for separating column values (default: tab).
          

	
            --fields-enclosed-by=char
          

            The character within which to enclose column values
            (default: no character).
          

	
            --fields-optionally-enclosed-by=char
          

            The character within which to enclose non-numeric column
            values (default: no character).
          

	
            --fields-escaped-by=char
          

            The character for escaping special characters (default: no
            escaping).
          

	
            --lines-terminated-by=str
          

            The line-termination string (default: newline).
          




        Depending on the value you specify for any of these options, it
        might be necessary on the command line to quote or escape the
        value appropriately for your command interpreter. Alternatively,
        specify the value using hex notation. Suppose that you want
        mysqldump to quote column values within
        double quotation marks. To do so, specify double quote as the
        value for the
        --fields-enclosed-by
        option. But this character is often special to command
        interpreters and must be treated specially. For example, on
        Unix, you can quote the double quote like this:
      
--fields-enclosed-by='"'

        On any platform, you can specify the value in hex:
      
--fields-enclosed-by=0x22

        It is common to use several of the data-formatting options
        together. For example, to dump tables in comma-separated values
        format with lines terminated by carriage-return/newline pairs
        (\r\n), use this command (enter it on a
        single line):
      
shell> mysqldump --tab=/tmp --fields-terminated-by=,
         --fields-enclosed-by='"' --lines-terminated-by=0x0d0a db1


        Should you use any of the data-formatting options to dump table
        data, you will need to specify the same format when you reload
        data files later, to ensure proper interpretation of the file
        contents.
      

1.4.4. Reloading Delimited-Text Format Backups




        For backups produced with mysqldump --tab,
        each table is represented in the output directory by an
        .sql file containing the
        CREATE TABLE statement for the
        table, and a .txt file containing the table
        data. To reload a table, first change location into the output
        directory. Then process the .sql file with
        mysql to create an empty table and process
        the .txt file to load the data into the
        table:
      
shell> mysql db1 < t1.sql
shell> mysqlimport db1 t1.txt


        An alternative to using mysqlimport to load
        the data file is to use the
        LOAD DATA
        INFILE statement from within the
        mysql client:
      
mysql> USE db1;
mysql> LOAD DATA INFILE 't1.txt' INTO TABLE t1;


        If you used any data-formatting options with
        mysqldump when you initially dumped the
        table, you must use the same options with
        mysqlimport or
        LOAD DATA
        INFILE to ensure proper interpretation of the data
        file contents:
      
shell> mysqlimport --fields-terminated-by=,
         --fields-enclosed-by='"' --lines-terminated-by=0x0d0a db1 t1.txt


        Or:
      
mysql> USE db1;
mysql> LOAD DATA INFILE 't1.txt' INTO TABLE t1
    -> FIELDS TERMINATED BY ',' FIELDS ENCLOSED BY '"'
    -> LINES TERMINATED BY '\r\n';


1.4.5. mysqldump Tips




        This section surveys techniques that enable you to use
        mysqldump to solve specific problems:
      
	
            How to make a copy a database
          

	
            How to copy a database from one server to another
          

	
            How to dump stored programs (stored procedures and functions
            and triggers)
          

	
            How to dump definitions and data separately
          



1.4.5.1. Making a Copy of a Database



shell> mysqldump db1 > dump.sql
shell> mysqladmin create db2
shell> mysql db2 < dump.sql


          Do not use --databases on
          the mysqldump command line because that
          causes USE db1 to be included in the dump
          file, which overrides the effect of naming
          db2 on the mysql command
          line.
        

1.4.5.2. Copy a Database from one Server to Another




          On Server 1:
        
shell> mysqldump --databases db1 > dump.sql


          Copy the dump file from Server 1 to Server 2.
        

          On Server 2:
        
shell> mysql < dump.sql


          Use of --databases with the
          mysqldump command line causes the dump file
          to include CREATE DATABASE and
          USE statements that create the
          database if it does exist and make it the default database for
          the reloaded data.
        

          Alternatively, you can omit
          --databases from the
          mysqldump command. Then you will need to
          create the database on Server 2 (if necessary) and specify it
          as the default database when you reload the dump file.
        

          On Server 1:
        
shell> mysqldump db1 > dump.sql


          On Server 2:
        
shell> mysqladmin create db1
shell> mysql db1 < dump.sql


          You can specify a different database name in this case, so
          omitting --databases from
          the mysqldump command enables you to dump
          data from one database and load it into another.
        

1.4.5.3. Dumping Stored Programs




          Several options control how mysqldump
          handles stored programs (stored procedures and functions and
          triggers):
        
	
              --routines: Dump stored
              procedures and functions
            

	
              --triggers: Dump
              triggers for tables
            




          The --triggers option is
          enabled by default so that when tables are dumped, they are
          accompanied by any triggers they have. The other options are
          disabled by default and must be specified explicitly to dump
          the corresponding objects. To disable any of these options
          explicitly, use its skip form:
          --skip-routines
          or
          --skip-triggers.
        

1.4.5.4. Dumping Table Definitions and Content Separately




          The --no-data option tells
          mysqldump not to dump table data, resulting
          in the dump file containing only statements to create the
          tables. Conversely, the
          --no-create-info option
          tells mysqldump to suppress
          CREATE statements from the output, so that
          the dump file contains only table data.
        

          For example, to dump table definitions and data separately for
          the test database, use these commands:
        
shell> mysqldump --no-data test > dump-defs.sql
shell> mysqldump --no-create-info test > dump-data.sql


          For a definition-only dump, add the
          --routines
          option to also include stored routine definitions:
        
shell> mysqldump --no-data --routines test > dump-defs.sql


1.4.5.5. Using mysqldump to Test for Upgrade Incompatibilities




          When contemplating a MySQL upgrade, it is prudent to install
          the newer version separately from your current production
          version. Then you can dump the database and database object
          definitions from the production server and load them into the
          new server to verify that they are handled properly. (This is
          also useful for testing downgrades.)
        

          On the production server:
        
shell> mysqldump --all-databases --no-data --routines > dump-defs.sql


          On the upgraded server:
        
shell> mysql < dump-defs.sql


          Because the dump file does not contain table data, it can be
          processed quickly. This enables you to spot potential
          incompatibilities without waiting for lengthy data-loading
          operations. Look for warnings or errors while the dump file is
          being processed.
        

          After you have verified that the definitions are handled
          properly, dump the data and try to load it into the upgraded
          server.
        

          On the production server:
        
shell> mysqldump --all-databases --no-create-info > dump-data.sql


          On the upgraded server:
        
shell> mysql < dump-data.sql


          Now check the table contents and run some test queries.
        



1.5. Point-in-Time (Incremental) Recovery Using the Binary Log




      Point-in-time recovery refers to recovery of data changes made
      since a given point in time. Typically, this type of recovery is
      performed after restoring a full backup that brings the server to
      its state as of the time the backup was made. (The full backup can
      be made in several ways, such as those listed in
      Section 1.2, “Database Backup Methods”.) Point-in-time recovery then
      brings the server up to date incrementally from the time of the
      full backup to a more recent time.
    

      Point-in-time recovery is based on these principles:
    
	
          The source of information for point-in-time recovery is the
          set of incremental backups represented by the binary log files
          generated subsequent to the full backup operation. Therefore,
          the server must be started with the
          --log-bin option to enable
          binary logging (see The Binary Log).
        

          To restore data from the binary log, you must know the name
          and location of the current binary log files. By default, the
          server creates binary log files in the data directory, but a
          path name can be specified with the
          --log-bin option to place the
          files in a different location. The Binary Log.
        

          To see a listing of all binary log files, use this statement:
        
mysql> SHOW BINARY LOGS;


          To determine the name of the current binary log file, issue
          the following statement:
        
mysql> SHOW MASTER STATUS;


	
          The mysqlbinlog utility converts the events
          in the binary log files from binary format to text so that
          they can be executed or viewed. mysqlbinlog
          has options for selecting sections of the binary log based on
          event times or position of events within the log. See
          mysqlbinlog — Utility for Processing Binary Log Files.
        

	
          Executing events from the binary log causes the data
          modifications they represent to be redone. This enables
          recovery of data changes for a given span of time. To execute
          events from the binary log, process
          mysqlbinlog output using the
          mysql client:
        
shell> mysqlbinlog binlog_files | mysql -u root -p


	
          Viewing log contents can be useful when you need to determine
          event times or positions to select partial log contents prior
          to executing events. To view events from the log, send
          mysqlbinlog output into a paging program:
        
shell> mysqlbinlog binlog_files | more


          Alternatively, save the output in a file and view the file in
          a text editor:
        
shell> mysqlbinlog binlog_files > tmpfile
shell> ... edit tmpfile ...


	
          Saving the output in a file is useful as a preliminary to
          executing the log contents with certain events removed, such
          as an accidental DROP DATABASE.
          You can delete from the file any statements not to be executed
          before executing its contents. After editing the file, execute
          the contents as follows:
        
shell> mysql -u root -p < tmpfile





      If you have more than one binary log to execute on the MySQL
      server, the safe method is to process them all using a single
      connection to the server. Here is an example that demonstrates
      what may be unsafe:
    
shell> mysqlbinlog binlog.000001 | mysql -u root -p # DANGER!!
shell> mysqlbinlog binlog.000002 | mysql -u root -p # DANGER!!


      Processing binary logs this way using different connections to the
      server causes problems if the first log file contains a
      CREATE TEMPORARY
      TABLE statement and the second log contains a statement
      that uses the temporary table. When the first
      mysql process terminates, the server drops the
      temporary table. When the second mysql process
      attempts to use the table, the server reports “unknown
      table.”
    

      To avoid problems like this, use a single
      connection to execute the contents of all binary logs that you
      want to process. Here is one way to do so:
    
shell> mysqlbinlog binlog.000001 binlog.000002 | mysql -u root -p


      Another approach is to write all the logs to a single file and
      then process the file:
    
shell> mysqlbinlog binlog.000001 >  /tmp/statements.sql
shell> mysqlbinlog binlog.000002 >> /tmp/statements.sql
shell> mysql -u root -p -e "source /tmp/statements.sql"

1.5.1. Point-in-Time Recovery Using Event Times




        To indicate the start and end times for recovery, specify the
        --start-datetime and
        --stop-datetime options for
        mysqlbinlog, in
        DATETIME format. As an example,
        suppose that exactly at 10:00 a.m. on April 20, 2005 an SQL
        statement was executed that deleted a large table. To restore
        the table and data, you could restore the previous night's
        backup, and then execute the following command:
      
shell> mysqlbinlog --stop-datetime="2005-04-20 9:59:59" \
         /var/log/mysql/bin.123456 | mysql -u root -p


        This command recovers all of the data up until the date and time
        given by the --stop-datetime
        option. If you did not detect the erroneous SQL statement that
        was entered until hours later, you will probably also want to
        recover the activity that occurred afterward. Based on this, you
        could run mysqlbinlog again with a start date
        and time, like so:
      
shell> mysqlbinlog --start-datetime="2005-04-20 10:01:00" \
         /var/log/mysql/bin.123456 | mysql -u root -p


        In this command, the SQL statements logged from 10:01 a.m. on
        will be re-executed. The combination of restoring of the
        previous night's dump file and the two
        mysqlbinlog commands restores everything up
        until one second before 10:00 a.m. and everything from 10:01
        a.m. on.
      

        To use this method of point-in-time recovery, you should examine
        the log to be sure of the exact times to specify for the
        commands. To display the log file contents without executing
        them, use this command:
      
shell> mysqlbinlog /var/log/mysql/bin.123456 > /tmp/mysql_restore.sql


        Then open the /tmp/mysql_restore.sql file
        with a text editor to examine it.
      

        Excluding specific changes by specifying times for
        mysqlbinlog does not work well if multiple
        statements executed at the same time as the one to be excluded.
      

1.5.2. Point-in-Time Recovery Using Event Positions




        Instead of specifying dates and times, the
        --start-position and
        --stop-position options for
        mysqlbinlog can be used for specifying log
        positions. They work the same as the start and stop date
        options, except that you specify log position numbers rather
        than dates. Using positions may enable you to be more precise
        about which part of the log to recover, especially if many
        transactions occurred around the same time as a damaging SQL
        statement. To determine the position numbers, run
        mysqlbinlog for a range of times near the
        time when the unwanted transaction was executed, but redirect
        the results to a text file for examination. This can be done
        like so:
      
shell> mysqlbinlog --start-datetime="2005-04-20 9:55:00" \
         --stop-datetime="2005-04-20 10:05:00" \
         /var/log/mysql/bin.123456 > /tmp/mysql_restore.sql


        This command creates a small text file in the
        /tmp directory that contains the SQL
        statements around the time that the deleterious SQL statement
        was executed. Open this file with a text editor and look for the
        statement that you do not want to repeat. Determine the
        positions in the binary log for stopping and resuming the
        recovery and make note of them. Positions are labeled as
        log_pos followed by a number. After restoring
        the previous backup file, use the position numbers to process
        the binary log file. For example, you would use commands
        something like these:
      
shell> mysqlbinlog --stop-position=368312 /var/log/mysql/bin.123456 \
         | mysql -u root -p
shell> mysqlbinlog --start-position=368315 /var/log/mysql/bin.123456 \
         | mysql -u root -p


        The first command recovers all the transactions up until the
        stop position given. The second command recovers all
        transactions from the starting position given until the end of
        the binary log. Because the output of
        mysqlbinlog includes SET
        TIMESTAMP statements before each SQL statement
        recorded, the recovered data and related MySQL logs will reflect
        the original times at which the transactions were executed.
      


1.6. MyISAM Table Maintenance and Crash Recovery




      This section discusses how to use myisamchk to
      check or repair MyISAM tables (tables that have
      .MYD and .MYI files for
      storing data and indexes). For general
      myisamchk background, see
      myisamchk — MyISAM Table-Maintenance Utility. Other table-repair information can be
      found at Rebuilding or Repairing Tables or Indexes.
    

      You can use myisamchk to check, repair, or
      optimize database tables. The following sections describe how to
      perform these operations and how to set up a table maintenance
      schedule. For information about using myisamchk
      to get information about your tables, see
      Obtaining Table Information with myisamchk.
    

      Even though table repair with myisamchk is
      quite secure, it is always a good idea to make a backup
      before doing a repair or any maintenance
      operation that could make a lot of changes to a table.
    

      myisamchk operations that affect indexes can
      cause FULLTEXT indexes to be rebuilt with
      full-text parameters that are incompatible with the values used by
      the MySQL server. To avoid this problem, follow the guidelines in
      myisamchk General Options.
    

      MyISAM table maintenance can also be done using
      the SQL statements that perform operations similar to what
      myisamchk can do:
    
	
          To check MyISAM tables, use
          CHECK TABLE.
        

	
          To repair MyISAM tables, use
          REPAIR TABLE.
        

	
          To optimize MyISAM tables, use
          OPTIMIZE TABLE.
        

	
          To analyze MyISAM tables, use
          ANALYZE TABLE.
        




      For additional information about these statements, see
      Table Maintenance Statements.
    

      These statements can be used directly or by means of the
      mysqlcheck client program. One advantage of
      these statements over myisamchk is that the
      server does all the work. With myisamchk, you
      must make sure that the server does not use the tables at the same
      time so that there is no unwanted interaction between
      myisamchk and the server.
    
1.6.1. Using myisamchk for Crash Recovery




        This section describes how to check for and deal with data
        corruption in MySQL databases. If your tables become corrupted
        frequently, you should try to find the reason why. See
        What to Do If MySQL Keeps Crashing.
      

        For an explanation of how MyISAM tables can
        become corrupted, see MyISAM Table Problems.
      

        If you run mysqld with external locking
        disabled (which is the default), you cannot reliably use
        myisamchk to check a table when
        mysqld is using the same table. If you can be
        certain that no one will access the tables through
        mysqld while you run
        myisamchk, you only have to execute
        mysqladmin flush-tables before you start
        checking the tables. If you cannot guarantee this, you must stop
        mysqld while you check the tables. If you run
        myisamchk to check tables that
        mysqld is updating at the same time, you may
        get a warning that a table is corrupt even when it is not.
      

        If the server is run with external locking enabled, you can use
        myisamchk to check tables at any time. In
        this case, if the server tries to update a table that
        myisamchk is using, the server will wait for
        myisamchk to finish before it continues.
      

        If you use myisamchk to repair or optimize
        tables, you must always ensure that the
        mysqld server is not using the table (this
        also applies if external locking is disabled). If you do not
        stop mysqld, you should at least do a
        mysqladmin flush-tables before you run
        myisamchk. Your tables may become
        corrupted if the server and
        myisamchk access the tables simultaneously.
      

        When performing crash recovery, it is important to understand
        that each MyISAM table
        tbl_name in a database corresponds to
        the three files in the database directory shown in the following
        table.
      
	File	Purpose
	tbl_name.frm	Definition (format) file
	tbl_name.MYD	Data file
	tbl_name.MYI	Index file



        Each of these three file types is subject to corruption in
        various ways, but problems occur most often in data files and
        index files.
      

        myisamchk works by creating a copy of the
        .MYD data file row by row. It ends the
        repair stage by removing the old .MYD file
        and renaming the new file to the original file name. If you use
        --quick,
        myisamchk does not create a temporary
        .MYD file, but instead assumes that the
        .MYD file is correct and generates only a
        new index file without touching the .MYD
        file. This is safe, because myisamchk
        automatically detects whether the .MYD file
        is corrupt and aborts the repair if it is. You can also specify
        the --quick option twice to
        myisamchk. In this case,
        myisamchk does not abort on some errors (such
        as duplicate-key errors) but instead tries to resolve them by
        modifying the .MYD file. Normally the use
        of two --quick options is
        useful only if you have too little free disk space to perform a
        normal repair. In this case, you should at least make a backup
        of the table before running myisamchk.
      

1.6.2. How to Check MyISAM Tables for Errors




        To check a MyISAM table, use the following
        commands:
      
	
            myisamchk
            tbl_name
          

            This finds 99.99% of all errors. What it cannot find is
            corruption that involves only the data
            file (which is very unusual). If you want to check a table,
            you should normally run myisamchk without
            options or with the -s (silent) option.
          

	
            myisamchk -m
            tbl_name
          

            This finds 99.999% of all errors. It first checks all index
            entries for errors and then reads through all rows. It
            calculates a checksum for all key values in the rows and
            verifies that the checksum matches the checksum for the keys
            in the index tree.
          

	
            myisamchk -e
            tbl_name
          

            This does a complete and thorough check of all data
            (-e means “extended check”).
            It does a check-read of every key for each row to verify
            that they indeed point to the correct row. This may take a
            long time for a large table that has many indexes. Normally,
            myisamchk stops after the first error it
            finds. If you want to obtain more information, you can add
            the -v (verbose) option. This causes
            myisamchk to keep going, up through a
            maximum of 20 errors.
          

	
            myisamchk -e -i
            tbl_name
          

            This is like the previous command, but the
            -i option tells
            myisamchk to print additional statistical
            information.
          




        In most cases, a simple myisamchk command
        with no arguments other than the table name is sufficient to
        check a table.
      

1.6.3. How to Repair MyISAM Tables




        The discussion in this section describes how to use
        myisamchk on MyISAM tables
        (extensions .MYI and
        .MYD).
      

        You can also use the CHECK TABLE
        and REPAIR TABLE statements to
        check and repair MyISAM tables. See
        CHECK TABLE Syntax, and
        REPAIR TABLE Syntax.
      

        Symptoms of corrupted tables include queries that abort
        unexpectedly and observable errors such as these:
      
	
            tbl_name.frm
            is locked against change
          

	
            Can't find file
            tbl_name.MYI
            (Errcode: nnn)
          

	
            Unexpected end of file
          

	
            Record file is crashed
          

	
            Got error nnn from table handler
          




        To get more information about the error, run
        perror nnn, where
        nnn is the error number. The
        following example shows how to use perror to
        find the meanings for the most common error numbers that
        indicate a problem with a table:
      
shell> perror 126 127 132 134 135 136 141 144 145
MySQL error code 126 = Index file is crashed
MySQL error code 127 = Record-file is crashed
MySQL error code 132 = Old database file
MySQL error code 134 = Record was already deleted (or record file crashed)
MySQL error code 135 = No more room in record file
MySQL error code 136 = No more room in index file
MySQL error code 141 = Duplicate unique key or constraint on write or update
MySQL error code 144 = Table is crashed and last repair failed
MySQL error code 145 = Table was marked as crashed and should be repaired


        Note that error 135 (no more room in record file) and error 136
        (no more room in index file) are not errors that can be fixed by
        a simple repair. In this case, you must use
        ALTER TABLE to increase the
        MAX_ROWS and
        AVG_ROW_LENGTH table option values:
      
ALTER TABLE tbl_name MAX_ROWS=xxx AVG_ROW_LENGTH=yyy;


        If you do not know the current table option values, use
        SHOW CREATE TABLE.
      

        For the other errors, you must repair your tables.
        myisamchk can usually detect and fix most
        problems that occur.
      

        The repair process involves up to four stages, described here.
        Before you begin, you should change location to the database
        directory and check the permissions of the table files. On Unix,
        make sure that they are readable by the user that
        mysqld runs as (and to you, because you need
        to access the files you are checking). If it turns out you need
        to modify files, they must also be writable by you.
      

        This section is for the cases where a table check fails (such as
        those described in Section 1.6.2, “How to Check MyISAM Tables for Errors”), or you want
        to use the extended features that myisamchk
        provides.
      

        The myisamchk options used for table
        maintenance with are described in myisamchk — MyISAM Table-Maintenance Utility.
        myisamchk also has variables that you can set
        to control memory allocation that may improve performance. See
        myisamchk Memory Usage.
      

        If you are going to repair a table from the command line, you
        must first stop the mysqld server. Note that
        when you do mysqladmin shutdown on a remote
        server, the mysqld server is still available
        for a while after mysqladmin returns, until
        all statement-processing has stopped and all index changes have
        been flushed to disk.
      

        Stage 1: Checking your tables
      

        Run myisamchk *.MYI or myisamchk -e
        *.MYI if you have more time. Use the
        -s (silent) option to suppress unnecessary
        information.
      

        If the mysqld server is stopped, you should
        use the --update-state option
        to tell myisamchk to mark the table as
        “checked.”
      

        You have to repair only those tables for which
        myisamchk announces an error. For such
        tables, proceed to Stage 2.
      

        If you get unexpected errors when checking (such as out
        of memory errors), or if myisamchk
        crashes, go to Stage 3.
      

        Stage 2: Easy safe repair
      

        First, try myisamchk -r -q
        tbl_name (-r
        -q means “quick recovery mode”). This
        attempts to repair the index file without touching the data
        file. If the data file contains everything that it should and
        the delete links point at the correct locations within the data
        file, this should work, and the table is fixed. Start repairing
        the next table. Otherwise, use the following procedure:
      
	
            Make a backup of the data file before continuing.
          

	
            Use myisamchk -r
            tbl_name
            (-r means “recovery mode”).
            This removes incorrect rows and deleted rows from the data
            file and reconstructs the index file.
          

	
            If the preceding step fails, use myisamchk
            --safe-recover
            tbl_name. Safe recovery
            mode uses an old recovery method that handles a few cases
            that regular recovery mode does not (but is slower).
          



Note

          If you want a repair operation to go much faster, you should
          set the values of the
          sort_buffer_size and
          key_buffer_size variables
          each to about 25% of your available memory when running
          myisamchk.
        


        If you get unexpected errors when repairing (such as
        out of memory errors), or if
        myisamchk crashes, go to Stage 3.
      

        Stage 3: Difficult repair
      

        You should reach this stage only if the first 16KB block in the
        index file is destroyed or contains incorrect information, or if
        the index file is missing. In this case, it is necessary to
        create a new index file. Do so as follows:
      
	
            Move the data file to a safe place.
          

	
            Use the table description file to create new (empty) data
            and index files:
          
shell> mysql db_name
mysql> SET autocommit=1;
mysql> TRUNCATE TABLE tbl_name;
mysql> quit


	
            Copy the old data file back onto the newly created data
            file. (Do not just move the old file back onto the new file.
            You want to retain a copy in case something goes wrong.)
          



Important

          If you are using replication, you should stop it prior to
          performing the above procedure, since it involves file system
          operations, and these are not logged by MySQL.
        


        Go back to Stage 2. myisamchk -r -q should
        work. (This should not be an endless loop.)
      

        You can also use the REPAIR TABLE
        tbl_name USE_FRM SQL
        statement, which performs the whole procedure automatically.
        There is also no possibility of unwanted interaction between a
        utility and the server, because the server does all the work
        when you use REPAIR TABLE. See
        REPAIR TABLE Syntax.
      

        Stage 4: Very difficult repair
      

        You should reach this stage only if the
        .frm description file has also crashed.
        That should never happen, because the description file is not
        changed after the table is created:
      
	
            Restore the description file from a backup and go back to
            Stage 3. You can also restore the index file and go back to
            Stage 2. In the latter case, you should start with
            myisamchk -r.
          

	
            If you do not have a backup but know exactly how the table
            was created, create a copy of the table in another database.
            Remove the new data file, and then move the
            .frm description and
            .MYI index files from the other
            database to your crashed database. This gives you new
            description and index files, but leaves the
            .MYD data file alone. Go back to Stage
            2 and attempt to reconstruct the index file.
          




1.6.4. MyISAM Table Optimization




        To coalesce fragmented rows and eliminate wasted space that
        results from deleting or updating rows, run
        myisamchk in recovery mode:
      
shell> myisamchk -r tbl_name


        You can optimize a table in the same way by using the
        OPTIMIZE TABLE SQL statement.
        OPTIMIZE TABLE does a table
        repair and a key analysis, and also sorts the index tree so that
        key lookups are faster. There is also no possibility of unwanted
        interaction between a utility and the server, because the server
        does all the work when you use OPTIMIZE
        TABLE. See OPTIMIZE TABLE Syntax.
      

        myisamchk has a number of other options that
        you can use to improve the performance of a table:
      
	
            --analyze or
            -a: Perform key distribution analysis. This
            improves join performance by enabling the join optimizer to
            better choose the order in which to join the tables and
            which indexes it should use.
          

	
            --sort-index or
            -S: Sort the index blocks. This optimizes
            seeks and makes table scans that use indexes faster.
          

	
            --sort-records=index_num
            or -R index_num:
            Sort data rows according to a given index. This makes your
            data much more localized and may speed up range-based
            SELECT and ORDER
            BY operations that use this index.
          




        For a full description of all available options, see
        myisamchk — MyISAM Table-Maintenance Utility.
      

1.6.5. Setting Up a MyISAM Table Maintenance Schedule




        It is a good idea to perform table checks on a regular basis
        rather than waiting for problems to occur. One way to check and
        repair MyISAM tables is with the
        CHECK TABLE and
        REPAIR TABLE statements. See
        Table Maintenance Statements.
      

        Another way to check tables is to use
        myisamchk. For maintenance purposes, you can
        use myisamchk -s. The -s
        option (short for --silent)
        causes myisamchk to run in silent mode,
        printing messages only when errors occur.
      

        It is also a good idea to enable automatic
        MyISAM table checking. For example, whenever
        the machine has done a restart in the middle of an update, you
        usually need to check each table that could have been affected
        before it is used further. (These are “expected crashed
        tables.”) To cause the server to check
        MyISAM tables automatically, start it with
        the --myisam-recover option. See
        Server Command Options.
      

        You should also check your tables regularly during normal system
        operation. For example, you can run a cron
        job to check important tables once a week, using a line like
        this in a crontab file:
      
35 0 * * 0 /path/to/myisamchk --fast --silent /path/to/datadir/*/*.MYI


        This prints out information about crashed tables so that you can
        examine and repair them as necessary.
      

        To start with, execute myisamchk -s each
        night on all tables that have been updated during the last 24
        hours. As you see that problems occur infrequently, you can back
        off the checking frequency to once a week or so.
      

        Normally, MySQL tables need little maintenance. If you are
        performing many updates to MyISAM tables with
        dynamic-sized rows (tables with
        VARCHAR,
        BLOB, or
        TEXT columns) or have tables with
        many deleted rows you may want to defragment/reclaim space from
        the tables from time to time. You can do this by using
        OPTIMIZE TABLE on the tables in
        question. Alternatively, if you can stop the
        mysqld server for a while, change location
        into the data directory and use this command while the server is
        stopped:
      
shell> myisamchk -r -s --sort-index --sort_buffer_size=16M */*.MYI



Chapter 2. Using Replication for Backups
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      To use replication as a backup solution, replicate data from the
      master to a slave, and then back up the data slave. The slave can
      be paused and shut down without affecting the running operation of
      the master, so you can produce an effective snapshot of
      “live” data that would otherwise require the master
      to be shut down.
    

      How you back up a database depends on its size and whether you are
      backing up only the data, or the data and the replication slave
      state so that you can rebuild the slave in the event of failure.
      There are therefore two choices:
    
	
          If you are using replication as a solution to enable you to
          back up the data on the master, and the size of your database
          is not too large, the mysqldump tool may be
          suitable. See
          Section 2.1, “Backing Up a Slave Using mysqldump”.
        

	
          For larger databases, where mysqldump would
          be impractical or inefficient, you can back up the raw data
          files instead. Using the raw data files option also means that
          you can back up the binary and relay logs that will enable you
          to recreate the slave in the event of a slave failure. For
          more information, see
          Section 2.2, “Backing Up Raw Data from a Slave”.
        



2.1. Backing Up a Slave Using mysqldump




        Using mysqldump to create a copy of a
        database enables you to capture all of the data in the database
        in a format that enables the information to be imported into
        another instance of MySQL Server (see
        mysqldump — A Database Backup Program). Because the format of the
        information is SQL statements, the file can easily be
        distributed and applied to running servers in the event that you
        need access to the data in an emergency. However, if the size of
        your data set is very large, mysqldump may be
        impractical.
      

        When using mysqldump, you should stop
        replication on the slave before starting the dump process to
        ensure that the dump contains a consistent set of data:
      
	
            Stop the slave from processing requests. You can stop
            replication completely on the slave using
            mysqladmin:
          
shell> mysqladmin stop-slave

            Alternatively, you can stop only the slave SQL thread to
            pause event execution:
          
shell> mysql -e 'STOP SLAVE SQL_THREAD;'

            This enables the slave to continue to receive data change
            events from the master's binary log and store them in the
            relay logs using the I/O thread, but prevents the slave from
            executing these events and changing its data. Within busy
            replication environments, permitting the I/O thread to run
            during backup may speed up the catch-up process when you
            restart the slave SQL thread.
          

	
            Run mysqldump to dump your databases. You
            may either dump all databases or select databases to be
            dumped. For example, to dump all databases:
          
shell> mysqldump --all-databases > fulldb.dump

	
            Once the dump has completed, start slave operations again:
          
shell> mysqladmin start-slave




        In the preceding example, you may want to add login credentials
        (user name, password) to the commands, and bundle the process up
        into a script that you can run automatically each day.
      

        If you use this approach, make sure you monitor the slave
        replication process to ensure that the time taken to run the
        backup does not affect the slave's ability to keep up with
        events from the master. See
        Checking Replication Status. If the
        slave is unable to keep up, you may want to add another slave
        and distribute the backup process. For an example of how to
        configure this scenario, see
        Replicating Different Databases to Different Slaves.
      


2.2. Backing Up Raw Data from a Slave




        To guarantee the integrity of the files that are copied, backing
        up the raw data files on your MySQL replication slave should
        take place while your slave server is shut down. If the MySQL
        server is still running, background tasks may still be updating
        the database files, particularly those involving storage engines
        with background processes such as InnoDB.
        With InnoDB, these problems should be
        resolved during crash recovery, but since the slave server can
        be shut down during the backup process without affecting the
        execution of the master it makes sense to take advantage of this
        capability.
      

        To shut down the server and back up the files:
      
	
            Shut down the slave MySQL server:
          
shell> mysqladmin shutdown

	
            Copy the data files. You can use any suitable copying or
            archive utility, including cp,
            tar or WinZip. For
            example, assuming that the data directory is located under
            the current directory, you can archive the entire directory
            as follows:
          
shell> tar cf /tmp/dbbackup.tar ./data

	
            Start the MySQL server again. Under Unix:
          
shell> mysqld_safe &

            Under Windows:
          
C:\> "C:\Program Files\MySQL\MySQL Server 5.0\bin\mysqld"




        Normally you should back up the entire data directory for the
        slave MySQL server. If you want to be able to restore the data
        and operate as a slave (for example, in the event of failure of
        the slave), then in addition to the slave's data, you should
        also back up the slave status files,
        master.info and
        relay-log.info, along with the relay log
        files. These files are needed to resume replication after you
        restore the slave's data.
      

        If you lose the relay logs but still have the
        relay-log.info file, you can check it to
        determine how far the SQL thread has executed in the master
        binary logs. Then you can use CHANGE MASTER
        TO with the MASTER_LOG_FILE and
        MASTER_LOG_POS options to tell the slave to
        re-read the binary logs from that point. This requires that the
        binary logs still exist on the master server.
      

        If your slave is replicating
        LOAD DATA
        INFILE statements, you should also back up any
        SQL_LOAD-* files that exist in the
        directory that the slave uses for this purpose. The slave needs
        these files to resume replication of any interrupted
        LOAD DATA
        INFILE operations. The location of this directory is
        the value of the
        --slave-load-tmpdir option. If
        the server was not started with that option, the directory
        location is the value of the
        tmpdir system variable.
      

Chapter 3. Backing Up and Recovering an InnoDB
      Database
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      The key to safe database management is making regular backups.
    

      MySQL Enterprise Backup enables you to back up a running MySQL
      database, including InnoDB and
      MyISAM tables, with minimal
      disruption to operations while producing a consistent snapshot of
      the database. When MySQL Enterprise Backup is copying
      InnoDB tables, reads and writes to
      both InnoDB and
      MyISAM tables can continue. During
      the copying of MyISAM tables, reads
      (but not writes) to those tables are permitted. In addition, MySQL
      Enterprise Backup supports creating compressed backup files, and
      performing backups of subsets of
      InnoDB tables. In conjunction with
      MySQL’s binary log, users can perform point-in-time recovery.
      MySQL Enterprise Backup is commercially licensed. For a more
      complete description of MySQL Enterprise Backup, see
      MySQL Enterprise Backup.
    

      If you are able to shut down your MySQL server, you can make a
      binary backup that consists of all files used by
      InnoDB to manage its tables. Use the
      following procedure:
    
	
          Shut down the MySQL server and make sure that it stops without
          errors.
        

	
          Copy all InnoDB data files
          (ibdata files and
          .ibd files) into a safe place.
        

	
          Copy all the .frm files for
          InnoDB tables to a safe place.
        

	
          Copy all InnoDB log files
          (ib_logfile files) to a safe place.
        

	
          Copy your my.cnf configuration file or
          files to a safe place.
        




      In addition to making binary backups as just described, you should
      also regularly make dumps of your tables with
      mysqldump. The reason for this is that a binary
      file might be corrupted without you noticing it. Dumped tables are
      stored into text files that are human-readable, so spotting table
      corruption becomes easier. Also, because the format is simpler,
      the chance for serious data corruption is smaller.
      mysqldump also has a
      --single-transaction option for
      making a consistent snapshot without locking out other clients.
      See Section 1.3.1, “Establishing a Backup Policy”.
    

      Replication works with InnoDB tables,
      so you can use MySQL replication capabilities to keep a copy of
      your database at database sites requiring high availability.
    

      To be able to recover your InnoDB
      database to the present from the time at which the binary backup
      was made, you must run your MySQL server with binary logging
      turned on. To achieve point-in-time recovery after restoring a
      backup, you can apply changes from the binary log that occurred
      after the backup was made. See
      Section 1.5, “Point-in-Time (Incremental) Recovery Using the Binary Log”.
    

      To recover from a crash of your MySQL server, the only requirement
      is to restart it. InnoDB
      automatically checks the logs and performs a roll-forward of the
      database to the present. InnoDB
      automatically rolls back uncommitted transactions that were
      present at the time of the crash. During recovery,
      mysqld displays output something like this:
    
InnoDB: Database was not shut down normally.
InnoDB: Starting recovery from log files...
InnoDB: Starting log scan based on checkpoint at
InnoDB: log sequence number 0 13674004
InnoDB: Doing recovery: scanned up to log sequence number 0 13739520
InnoDB: Doing recovery: scanned up to log sequence number 0 13805056
InnoDB: Doing recovery: scanned up to log sequence number 0 13870592
InnoDB: Doing recovery: scanned up to log sequence number 0 13936128
...
InnoDB: Doing recovery: scanned up to log sequence number 0 20555264
InnoDB: Doing recovery: scanned up to log sequence number 0 20620800
InnoDB: Doing recovery: scanned up to log sequence number 0 20664692
InnoDB: 1 uncommitted transaction(s) which must be rolled back
InnoDB: Starting rollback of uncommitted transactions
InnoDB: Rolling back trx no 16745
InnoDB: Rolling back of trx no 16745 completed
InnoDB: Rollback of uncommitted transactions completed
InnoDB: Starting an apply batch of log records to the database...
InnoDB: Apply batch completed
InnoDB: Started
mysqld: ready for connections

      If your database becomes corrupted or disk failure occurs, you
      must perform the recovery using a backup. In the case of
      corruption, you should first find a backup that is not corrupted.
      After restoring the base backup, do a point-in-time recovery from
      the binary log files using mysqlbinlog and
      mysql to restore the changes that occurred
      after the backup was made.
    

      In some cases of database corruption it is enough just to dump,
      drop, and re-create one or a few corrupt tables. You can use the
      CHECK TABLE SQL statement to check
      whether a table is corrupt, although CHECK
      TABLE naturally cannot detect every possible kind of
      corruption. You can use the Tablespace Monitor to check the
      integrity of the file space management inside the tablespace
      files.
    

      In some cases, apparent database page corruption is actually due
      to the operating system corrupting its own file cache, and the
      data on disk may be okay. It is best first to try restarting your
      computer. Doing so may eliminate errors that appeared to be
      database page corruption.
    
3.1. The InnoDB Recovery Process




        InnoDB crash recovery consists of several
        steps. The first step, redo log application, is performed during
        the initialization, before accepting any connections. If all
        changes were flushed from the buffer pool to the tablespaces
        (ibdata* and *.ibd
        files) at the time of the shutdown or crash, the redo log
        application can be skipped. If the redo log files are missing at
        startup, InnoDB skips the redo log
        application.
      

        The remaining steps after redo log application do not depend on
        the redo log (other than for logging the writes) and are
        performed in parallel with normal processing. These include:
      
	
            Rolling back incomplete transactions: Any transactions that
            were active at the time of crash or fast shutdown.
          

	
            Insert buffer merge: Applying changes from the insert buffer
            tree (from the shared tablespace) to leaf pages of secondary
            indexes as the index pages are read to the buffer pool.
          

	
            Purge: Deleting delete-marked records that are no longer
            visible for any active transaction.
          




        Of these, only rollback of incomplete transactions is special to
        crash recovery. The insert buffer merge and the purge are
        performed during normal processing.
      


3.2. Forcing InnoDB Recovery




        If there is database page corruption, you may want to dump your
        tables from the database with
        SELECT ... INTO
        OUTFILE. Usually, most of the data obtained in this
        way is intact. However, it is possible that the corruption might
        cause SELECT * FROM
        tbl_name statements or
        InnoDB background operations to crash or
        assert, or even cause InnoDB roll-forward
        recovery to crash. In such cases, you can use the
        innodb_force_recovery option to
        force the InnoDB storage engine to start up
        while preventing background operations from running, so that you
        are able to dump your tables. For example, you can add the
        following line to the [mysqld] section of
        your option file before restarting the server:
      
[mysqld]
innodb_force_recovery = 4

        innodb_force_recovery is 0 by
        default (normal startup without forced recovery) The permissible
        nonzero values for
        innodb_force_recovery follow. A
        larger number includes all precautions of smaller numbers. If
        you are able to dump your tables with an option value of at most
        4, then you are relatively safe that only some data on corrupt
        individual pages is lost. A value of 6 is more drastic because
        database pages are left in an obsolete state, which in turn may
        introduce more corruption into B-trees and other database
        structures.
      
	
            1
            (SRV_FORCE_IGNORE_CORRUPT)
          

            Let the server run even if it detects a corrupt page. Try to
            make SELECT * FROM
            tbl_name jump over
            corrupt index records and pages, which helps in dumping
            tables.
          

	
            2
            (SRV_FORCE_NO_BACKGROUND)
          

            Prevent the main thread from running. If a crash would occur
            during the purge operation, this recovery value prevents it.
          

	
            3
            (SRV_FORCE_NO_TRX_UNDO)
          

            Do not run transaction rollbacks after recovery.
          

	
            4
            (SRV_FORCE_NO_IBUF_MERGE)
          

            Prevent insert buffer merge operations. If they would cause
            a crash, do not do them. Do not calculate table statistics.
          

	
            5
            (SRV_FORCE_NO_UNDO_LOG_SCAN)
          

            Do not look at undo logs when starting the database:
            InnoDB treats even incomplete
            transactions as committed.
          

	
            6
            (SRV_FORCE_NO_LOG_REDO)
          

            Do not do the log roll-forward in connection with recovery.
          




        The database must not otherwise be used with any
        nonzero value of
        innodb_force_recovery.
        As a safety measure, InnoDB prevents users
        from performing INSERT,
        UPDATE, or
        DELETE operations when
        innodb_force_recovery is
        greater than 0.
      

        You can SELECT from tables to
        dump them, or DROP or
        CREATE tables even if forced recovery is
        used. If you know that a given table is causing a crash on
        rollback, you can drop it. You can also use this to stop a
        runaway rollback caused by a failing mass import or
        ALTER TABLE. You can kill the
        mysqld process and set
        innodb_force_recovery to
        3 to bring the database up without the
        rollback, then DROP the table that is causing
        the runaway rollback.
      

3.3. InnoDB Checkpoints




        InnoDB implements a checkpoint mechanism
        known as “fuzzy” checkpointing.
        InnoDB flushes modified database pages from
        the buffer pool in small batches. There is no need to flush the
        buffer pool in one single batch, which would in practice stop
        processing of user SQL statements during the checkpointing
        process.
      

        During crash recovery, InnoDB looks for a
        checkpoint label written to the log files. It knows that all
        modifications to the database before the label are present in
        the disk image of the database. Then InnoDB
        scans the log files forward from the checkpoint, applying the
        logged modifications to the database.
      

        InnoDB writes to its log files on a rotating
        basis. It also writes checkpoint information to the first log
        file at each checkpoint. All committed modifications that make
        the database pages in the buffer pool different from the images
        on disk must be available in the log files in case
        InnoDB has to do a recovery. This means that
        when InnoDB starts to reuse a log file, it
        has to make sure that the database page images on disk contain
        the modifications logged in the log file that
        InnoDB is going to reuse. In other words,
        InnoDB must create a checkpoint and this
        often involves flushing of modified database pages to disk.
      

        The preceding description explains why making your log files
        very large may reduce disk I/O in checkpointing. It often makes
        sense to set the total size of the log files as large as the
        buffer pool or even larger. The disadvantage of using large log
        files is that crash recovery can take longer because there is
        more logged information to apply to the database.
      

Appendix A. Licenses for Third-Party Components
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    The following is a list of the libraries we have included with the
    MySQL Server source and components used to test MySQL. We are
    thankful to all individuals that have created these. Some of the
    components require that their licensing terms be included in the
    documentation of products that include them. Cross references to
    these licensing terms are given with the applicable items in the
    list.
  
	
        Bjorn Benson
      

        For his safe_malloc (memory checker) package which is used in
        when you build MySQL using one of the
        BUILD/compile-*-debug scripts or by manually
        setting the -DSAFEMALLOC flag.
      



MySQL 5.0
	Section A.6, “Editline Library (libedit) License”

	Section A.7, “Fred Fish's Dbug Library License”

	Section A.9, “GNU General Public License Version 2.0, June 1991”

	Section A.11, “GNU Libtool License”

	Section A.12, “GNU Readline License”

	Section A.14, “lib_sql.cc License”

	Section A.24, “RegEX-Spencer Library License”

	Section A.25, “RFC 3174 - US Secure Hash Algorithm 1 (SHA1) License”

	Section A.26, “Richard A. O'Keefe String Library License”

	Section A.29, “zlib License”



MySQL Connector/C 6.0
	Section A.7, “Fred Fish's Dbug Library License”

	Section A.24, “RegEX-Spencer Library License”

	Section A.25, “RFC 3174 - US Secure Hash Algorithm 1 (SHA1) License”

	Section A.29, “zlib License”



MySQL Connector/C 6.1
	Section A.5, “dtoa.c License”

	Section A.7, “Fred Fish's Dbug Library License”

	Section A.9, “GNU General Public License Version 2.0, June 1991”

	Section A.21, “md5 (Message-Digest Algorithm 5) License”

	Section A.24, “RegEX-Spencer Library License”

	Section A.26, “Richard A. O'Keefe String Library License”

	Section A.27, “SHA-1 in C License”

	Section A.29, “zlib License”



MySQL Connector/C++
	Section A.3, “Boost Library License”

	Section A.22, “OpenSSL v1.0 License”



MySQL Connector/J
	Section A.1, “Ant-Contrib License”

	Section A.4, “c3p0 JDBC Library License”

	Section A.10, “GNU Lesser General Public License Version 2.1, February 1999”

	Section A.13, “jboss-common-jdbc-wrapper.jar License”

	Section A.28, “Simple Logging Facade for Java (SLF4J) License”



MySQL Connector/Net 1.0-6.4
	Section A.2, “ANTLR 3.3 License”

	Section A.25, “RFC 3174 - US Secure Hash Algorithm 1 (SHA1) License”

	Section A.29, “zlib License”

	Section A.30, “ZLIB.NET License”



MySQL Connector/Net 6.5-6.6
	Section A.2, “ANTLR 3.3 License”

	Section A.29, “zlib License”

	Section A.30, “ZLIB.NET License”



MySQL Connector/ODBC
	Section A.11, “GNU Libtool License”

	Section A.22, “OpenSSL v1.0 License”



MySQL Proxy
	Section A.8, “GLib License (for MySQL Proxy)”

	Section A.10, “GNU Lesser General Public License Version 2.1, February 1999”

	Section A.15, “libevent License”

	Section A.16, “Libiconv License”

	Section A.17, “libintl License”

	Section A.18, “LPeg Library License”

	Section A.19, “Lua (liblua) License”

	Section A.20, “LuaFileSystem Library License”

	Section A.23, “PCRE License”



A.1. Ant-Contrib License




    The following software may be included in this product: Ant-Contrib
  
Ant-Contrib 
Copyright (c) 2001-2003 Ant-Contrib project. All rights reserved. 
Licensed under the Apache 1.1 License Agreement, a copy of which is reproduced below. 

The Apache Software License, Version 1.1 

Copyright (c) 2001-2003 Ant-Contrib project.  All rights reserved.

 Redistribution and use in source and binary forms, with or without
 modification, are permitted provided that the following conditions
 are met:

 1. Redistributions of source code must retain the above copyright
    notice, this list of conditions and the following disclaimer. 

 2. Redistributions in binary form must reproduce the above copyright
    notice, this list of conditions and the following disclaimer in
    the documentation and/or other materials provided with the
    distribution.

 3. The end-user documentation included with the redistribution, if
    any, must include the following acknowlegement:  
       "This product includes software developed by the 
        Ant-Contrib project (http://sourceforge.net/projects/ant-contrib)."
    Alternately, this acknowlegement may appear in the software itself,
    if and wherever such third-party acknowlegements normally appear.

 4. The name Ant-Contrib must not be used to endorse or promote
    products derived from this software without prior written
    permission. For written permission, please contact
    ant-contrib-developers@lists.sourceforge.net.

 5. Products derived from this software may not be called "Ant-Contrib"
    nor may "Ant-Contrib" appear in their names without prior written
    permission of the Ant-Contrib project.

 THIS SOFTWARE IS PROVIDED ``AS IS'' AND ANY EXPRESSED OR IMPLIED
 WARRANTIES, INCLUDING, BUT NOT LIMITED TO, THE IMPLIED WARRANTIES
 OF MERCHANTABILITY AND FITNESS FOR A PARTICULAR PURPOSE ARE
 DISCLAIMED.  IN NO EVENT SHALL THE ANT-CONTRIB PROJECT OR ITS
 CONTRIBUTORS BE LIABLE FOR ANY DIRECT, INDIRECT, INCIDENTAL,
 SPECIAL, EXEMPLARY, OR CONSEQUENTIAL DAMAGES (INCLUDING, BUT NOT
 LIMITED TO, PROCUREMENT OF SUBSTITUTE GOODS OR SERVICES; LOSS OF
 USE, DATA, OR PROFITS; OR BUSINESS INTERRUPTION) HOWEVER CAUSED AND
 ON ANY THEORY OF LIABILITY, WHETHER IN CONTRACT, STRICT LIABILITY,
 OR TORT (INCLUDING NEGLIGENCE OR OTHERWISE) ARISING IN ANY WAY OUT
 OF THE USE OF THIS SOFTWARE, EVEN IF ADVISED OF THE POSSIBILITY OF
 SUCH DAMAGE.


A.2. ANTLR 3.3 License



The following software may be included in this product:

ANTLR 3.3

ANTLR 3.3 License 
Copyright (c) 2010 Terence Parr
All rights reserved.
Redistribution and use in source and binary forms, with or without
modification, are permitted provided that the following conditions are met:

Redistributions of source code must retain the above copyright notice, this
list of conditions and the following disclaimer.
Redistributions in binary form must reproduce the above copyright notice,
this list of conditions and the following disclaimer in the documentation
and/or other materials provided with the distribution.
Neither the name of the author nor the names of its contributors may be used
to endorse or promote products derived from this software without specific
prior written permission.
THIS SOFTWARE IS PROVIDED BY THE COPYRIGHT HOLDERS AND CONTRIBUTORS "AS IS"
AND ANY EXPRESS OR IMPLIED WARRANTIES, INCLUDING, BUT NOT LIMITED TO, THE
IMPLIED WARRANTIES OF MERCHANTABILITY AND FITNESS FOR A PARTICULAR PURPOSE
ARE DISCLAIMED. IN NO EVENT SHALL THE COPYRIGHT OWNER OR CONTRIBUTORS BE
LIABLE FOR ANY DIRECT, INDIRECT, INCIDENTAL, SPECIAL, EXEMPLARY, OR
CONSEQUENTIAL DAMAGES (INCLUDING, BUT NOT LIMITED TO, PROCUREMENT OF
SUBSTITUTE GOODS OR SERVICES; LOSS OF USE, DATA, OR PROFITS; OR BUSINESS
INTERRUPTION) HOWEVER CAUSED AND ON ANY THEORY OF LIABILITY, WHETHER IN
CONTRACT, STRICT LIABILITY, OR TORT (INCLUDING NEGLIGENCE OR OTHERWISE)
ARISING IN ANY WAY OUT OF THE USE OF THIS SOFTWARE, EVEN IF ADVISED OF THE
POSSIBILITY OF SUCH DAMAGE.

A.3. Boost Library License




    The following software may be included in this product:
  

    Boost C++ Libraries
  

    Use of any of this software is governed by the terms of the license
    below:
  
Boost Software License - Version 1.0 - August 17th, 2003

Permission is hereby granted, free of charge, to any person or
organization obtaining a copy of the software and accompanying
documentation covered by this license (the "Software") to use,
reproduce, display, distribute, execute, and transmit the Software,
and to prepare derivative works of the Software, and to permit
third-parties to whom the Software is furnished to do so, all
subject to the following:

The copyright notices in the Software and this entire statement,
including the above license grant, this restriction and the
following disclaimer, must be included in all copies of the
Software, in whole or in part, and all derivative works of the
Software, unless such copies or derivative works are solely in the
form of machine-executable object code generated by a source
language processor.

THE SOFTWARE IS PROVIDED "AS IS", WITHOUT WARRANTY OF ANY KIND,
EXPRESS OR IMPLIED, INCLUDING BUT NOT LIMITED TO THE WARRANTIES OF
MERCHANTABILITY, FITNESS FOR A PARTICULAR PURPOSE, TITLE AND
NON-INFRINGEMENT. IN NO EVENT SHALL THE COPYRIGHT HOLDERS OR ANYONE
DISTRIBUTING THE SOFTWARE BE LIABLE FOR ANY DAMAGES OR OTHER
LIABILITY, WHETHER IN CONTRACT, TORT OR OTHERWISE, ARISING FROM, OUT
OF OR IN CONNECTION WITH THE SOFTWARE OR THE USE OR OTHER DEALINGS
IN THE SOFTWARE.

A.4. c3p0 JDBC Library License




    You are receiving a copy of c3p0-0.9.1-pre6.jar
    in both source and object code in the following
    /src/lib/c3p0-0.9.1-pre6.jar. The terms of the
    Oracle license do NOT apply to
    c3p0-0.9.1-pre6.jar; it is licensed under the
    following license, separately from the Oracle programs you receive.
    If you do not wish to install this library, you may remove the file
    /src/lib/c3p0-0.9.1-pre6.jar, but the Oracle
    program might not operate properly or at all without the library.
  

    This component is licensed under
    Section A.10, “GNU Lesser General Public License Version 2.1, February 1999”.
  

A.5. dtoa.c License




    The following software may be included in this product:
  

    dtoa.c
  
The author of this software is David M. Gay.

Copyright (c) 1991, 2000, 2001 by Lucent Technologies.

Permission to use, copy, modify, and distribute this software for 
any purpose without fee is hereby granted, provided that this entire 
notice is included in all copies of any software which is or includes 
a copy or modification of this software and in all copies of the 
supporting documentation for such software.

THIS SOFTWARE IS BEING PROVIDED "AS IS", WITHOUT ANY EXPRESS OR 
IMPLIED WARRANTY. IN PARTICULAR, NEITHER THE AUTHOR NOR LUCENT 
MAKES ANY REPRESENTATION OR WARRANTY OF ANY KIND CONCERNING THE 
MERCHANTABILITY OF THIS SOFTWARE OR ITS FITNESS FOR ANY PARTICULAR 
PURPOSE.

A.6. Editline Library (libedit) License




    The following software may be included in this product:
  

    Editline Library (libedit)
  

    Some files are:
  
Copyright (c) 1992, 1993 
The Regents of the University of California. All rights reserved.

This code is derived from software contributed to 
Berkeley by Christos Zoulas of Cornell University. 

Redistribution and use in source and binary forms, 
with or without modification, are permitted provided 
that the following conditions are met: 

1. Redistributions of source code must retain the 
  above copyright notice, this list of conditions 
  and the following disclaimer. 
2. Redistributions in binary form must reproduce the 
  above copyright notice, this list of conditions and 
  the following disclaimer in the documentation and/or 
  other materials provided with the distribution. 
3. Neither the name of the University nor the names of 
  its contributors may be used to endorse or promote 
  products derived from this software without specific 
  prior written permission. 

THIS SOFTWARE IS PROVIDED BY THE REGENTS AND CONTRIBUTORS
"AS IS" AND ANY EXPRESS OR IMPLIED WARRANTIES, INCLUDING, 
BUT NOT LIMITED TO, THE IMPLIED WARRANTIES OF MERCHANTABILITY 
AND FITNESS FOR A PARTICULAR PURPOSE ARE DISCLAIMED. IN NO 
EVENT SHALL THE REGENTS OR CONTRIBUTORS BE LIABLE FOR ANY 
DIRECT, INDIRECT, INCIDENTAL, SPECIAL, EXEMPLARY, OR 
CONSEQUENTIAL DAMAGES (INCLUDING, BUT NOT LIMITED TO, 
PROCUREMENT OF SUBSTITUTE GOODS OR SERVICES; LOSS OF USE, 
DATA, OR PROFITS; OR BUSINESS INTERRUPTION) HOWEVER CAUSED 
AND ON ANY THEORY OF LIABILITY, WHETHER IN CONTRACT, STRICT 
LIABILITY, OR TORT (INCLUDING NEGLIGENCE OR OTHERWISE) ARISING 
IN ANY WAY OUT OF THE USE OF THIS SOFTWARE, EVEN IF ADVISED 
OF THE POSSIBILITY OF SUCH DAMAGE. 

    Some files are:
  
Copyright (c) 2001 The NetBSD Foundation, Inc.
All rights reserved.

This code is derived from software contributed to The NetBSD Foundation

by Anthony Mallet.

Redistribution and use in source and binary forms, 
with or without modification, are permitted provided
that the following conditions are met:

1. Redistributions of source code must retain the 
   above copyright notice, this list of conditions 
   and the following disclaimer.
2. Redistributions in binary form must reproduce the 
    above copyright notice, this list of conditions and the 
    following disclaimer in the documentation and/or 
    other materials provided with the distribution.

THIS SOFTWARE IS PROVIDED BY THE NETBSD FOUNDATION, INC. 
AND CONTRIBUTORS "AS IS" AND ANY EXPRESS OR IMPLIED 
WARRANTIES, INCLUDING, BUT NOT LIMITED  TO, THE IMPLIED
WARRANTIES OF MERCHANTABILITY AND FITNESS FOR A 
PARTICULAR PURPOSE ARE DISCLAIMED.  IN NO EVENT SHALL 
THE FOUNDATION OR CONTRIBUTORS BE LIABLE FOR ANY 
DIRECT, INDIRECT, INCIDENTAL, SPECIAL, EXEMPLARY, OR
CONSEQUENTIAL DAMAGES (INCLUDING, BUT NOT LIMITED TO,
PROCUREMENT OF SUBSTITUTE GOODS OR SERVICES; LOSS OF 
USE, DATA, OR PROFITS; OR BUSINESS INTERRUPTION) HOWEVER 
CAUSED AND ON ANY THEORY OF LIABILITY, WHETHER IN
CONTRACT, STRICT LIABILITY, OR TORT (INCLUDING NEGLIGENCE 
OR OTHERWISE) ARISING IN ANY WAY OUT OF THE USE OF THIS
SOFTWARE, EVEN IF ADVISED OF THE POSSIBILITY OF SUCH 
DAMAGE.

    Some files are:
  
Copyright (c) 1997 The NetBSD Foundation, Inc.
All rights reserved.

This code is derived from software contributed to The NetBSD Foundation

by Jaromir Dolecek.

Redistribution and use in source and binary forms, 
with or without modification, are permitted provided 
that the following conditions are met:

1. Redistributions of source code must retain the 
   above copyright notice, this list of conditions 
   and the following disclaimer.
2. Redistributions in binary form must reproduce 
    the above copyright notice, this list of conditions 
    and the following disclaimer in the documentation 
    and/or other materials provided with the distribution.

THIS SOFTWARE IS PROVIDED BY THE NETBSD FOUNDATION, INC. 
AND CONTRIBUTORS "AS IS" AND ANY EXPRESS OR IMPLIED 
WARRANTIES, INCLUDING, BUT NOT LIMITED  TO, THE IMPLIED
WARRANTIES OF MERCHANTABILITY AND FITNESS FOR A 
PARTICULAR PURPOSE ARE DISCLAIMED.  IN NO EVENT SHALL 
THE FOUNDATION OR CONTRIBUTORS BE LIABLE FOR ANY 
DIRECT, INDIRECT, INCIDENTAL, SPECIAL, EXEMPLARY, OR
CONSEQUENTIAL DAMAGES (INCLUDING, BUT NOT LIMITED TO,
PROCUREMENT OF SUBSTITUTE GOODS OR SERVICES; LOSS OF 
USE, DATA, OR PROFITS; OR BUSINESS INTERRUPTION) HOWEVER 
CAUSED AND ON ANY THEORY OF LIABILITY, WHETHER IN
CONTRACT, STRICT LIABILITY, OR TORT (INCLUDING NEGLIGENCE 
OR OTHERWISE) ARISING IN ANY WAY OUT OF THE USE OF THIS
SOFTWARE, EVEN IF ADVISED OF THE POSSIBILITY OF SUCH 
DAMAGE.

    Some files are:
  
Copyright (c) 1998 Todd C. Miller <Todd.Miller@courtesan.com>

Permission to use, copy, modify, and distribute this 
software for any purpose with or without fee is hereby 
granted, provided that the above copyright notice and 
this permission notice appear in all copies.

THE SOFTWARE IS PROVIDED "AS IS" AND TODD C. MILLER 
DISCLAIMS ALL WARRANTIES WITH REGARD TO THIS SOFTWARE
INCLUDING ALL IMPLIED WARRANTIES OF MERCHANTABILITY 
AND FITNESS. IN NO EVENT SHALL TODD C. MILLER BE LIABLE
FOR ANY SPECIAL, DIRECT, INDIRECT, OR CONSEQUENTIAL
DAMAGES OR ANY DAMAGES WHATSOEVER RESULTING FROM 
LOSS OF USE, DATA OR PROFITS, WHETHER IN AN ACTION
OF CONTRACT, NEGLIGENCE OR OTHER TORTIOUS ACTION, 
ARISING OUT OF OR IN CONNECTION WITH THE USE OR 
PERFORMANCE OF THIS SOFTWARE.

A.7. Fred Fish's Dbug Library License




    The following software may be included in this product:
  

    Fred Fish's Dbug Library
  
                                N O T I C E                           



                   Copyright Abandoned, 1987, Fred Fish               



     This previously copyrighted work has been placed into the  public

     domain  by  the  author  and  may be freely used for any purpose,

     private or commercial.                                           



     Because of the number of inquiries I was receiving about the  use

     of this product in commercially developed works I have decided to

     simply make it public domain to further its unrestricted use.   I

     specifically  would  be  most happy to see this material become a

     part of the standard Unix distributions by AT&T and the  Berkeley

     Computer  Science  Research Group, and a standard part of the GNU

     system from the Free Software Foundation.                        



     I would appreciate it, as a courtesy, if this notice is  left  in

     all copies and derivative works.  Thank you.                     



     The author makes no warranty of any kind  with  respect  to  this

     product  and  explicitly disclaims any implied warranties of mer-

     chantability or fitness for any particular purpose.         

The dbug_analyze.c file is subject to the following notice:

     Copyright June 1987, Binayak Banerjee
     All rights reserved.

     This program may be freely distributed under the same terms and
     conditions as Fred Fish's Dbug package.

A.8. GLib License (for MySQL Proxy)




    The following software may be included in this product:
  

GLib

You are receiving a copy of the GLib library in both source
and object code in the following [proxy install dir]/lib/ and
[proxy install dir]/licenses/lgpl folders. The terms of the
Oracle license do NOT apply to the GLib library; it is licensed
under the following license, separately from the Oracle programs
you receive. If you do not wish to install this library, you may
create an "exclude" file and run tar with the X option, as in
the following example, but the Oracle program might not operate
properly or at all without the library:
  tar -xvfX <package-tar-file> <exclude-file>
where the exclude-file contains, e.g.:
  <package-name>/lib/libglib-2.0.so.0.1600.6
  <package-name>/lib/libglib-2.0.so.0
  ...

Example:
tar -xvfX mysql-proxy-0.8.1-solaris10-x86-64bit.tar.gz Exclude

Exclude File:
mysql-proxy-0.8.1-solaris10-x86-64bit/lib/libglib-2.0.so
mysql-proxy-0.8.1-solaris10-x86-64bit/lib/libglib-2.0.so.0
mysql-proxy-0.8.1-solaris10-x86-64bit/lib/libglib-2.0.so.0.1600.6
mysql-proxy-0.8.1-solaris10-x86-64bit/lib/libgmodule-2.0.so
mysql-proxy-0.8.1-solaris10-x86-64bit/lib/libgmodule-2.0.so.0
mysql-proxy-0.8.1-solaris10-x86-64bit/lib/libgmodule-2.0.so.0.1600.6
mysql-proxy-0.8.1-solaris10-x86-64bit/lib/libgthread-2.0.so
mysql-proxy-0.8.1-solaris10-x86-64bit/lib/libgthread-2.0.so.0
mysql-proxy-0.8.1-solaris10-x86-64bit/lib/libgthread-2.0.so.0.1600.6
mysql-proxy-0.8.1-solaris10-x86-64bit/licenses/lgpl/glib-2.16.6.tar.gz


    This component is licensed under
    Section A.10, “GNU Lesser General Public License Version 2.1, February 1999”.
  

A.9. GNU General Public License Version 2.0, June 1991



The following applies to all products licensed under the GNU General
Public License, Version 2.0: You may not use the identified files
except in compliance with the GNU General Public License, Version
2.0 (the "License.") You may obtain a copy of the License at
http://www.gnu.org/licenses/gpl-2.0.txt. A copy of the license is
also reproduced below. Unless required by applicable law or agreed
to in writing, software distributed under the License is distributed
on an "AS IS" BASIS, WITHOUT WARRANTIES OR CONDITIONS OF ANY KIND,
either express or implied. See the License for the specific language
governing permissions and limitations under the License.

GNU GENERAL PUBLIC LICENSE 
Version 2, June 1991 

Copyright (C) 1989, 1991 Free Software Foundation, Inc., 
51 Franklin Street, Fifth Floor, Boston, MA 02110-1301 USA 
Everyone is permitted to copy and distribute verbatim 
copies of this license document, but changing it is not 
allowed. 

                     Preamble

  The licenses for most software are designed to take away your
freedom to share and change it.  By contrast, the GNU General Public
License is intended to guarantee your freedom to share and change free
software--to make sure the software is free for all its users.  This
General Public License applies to most of the Free Software
Foundation's software and to any other program whose authors commit to
using it.  (Some other Free Software Foundation software is covered by
the GNU Lesser General Public License instead.)  You can apply it to
your programs, too.

  When we speak of free software, we are referring to freedom, not
price.  Our General Public Licenses are designed to make sure that you
have the freedom to distribute copies of free software (and charge for
this service if you wish), that you receive source code or can get it
if you want it, that you can change the software or use pieces of it
in new free programs; and that you know you can do these things.

  To protect your rights, we need to make restrictions that forbid
anyone to deny you these rights or to ask you to surrender the rights.
These restrictions translate to certain responsibilities for you if you
distribute copies of the software, or if you modify it.

  For example, if you distribute copies of such a program, whether
gratis or for a fee, you must give the recipients all the rights that
you have.  You must make sure that they, too, receive or can get the
source code.  And you must show them these terms so they know their
rights.

  We protect your rights with two steps: (1) copyright the software, 
and (2) offer you this license which gives you legal permission to 
copy, distribute and/or modify the software.

  Also, for each author's protection and ours, we want to make certain
that everyone understands that there is no warranty for this free
software.  If the software is modified by someone else and passed on, 
we want its recipients to know that what they have is not the original, 
so that any problems introduced by others will not reflect on the 
original authors' reputations.

  Finally, any free program is threatened constantly by software
patents.  We wish to avoid the danger that redistributors of a free
program will individually obtain patent licenses, in effect making the
program proprietary.  To prevent this, we have made it clear that any
patent must be licensed for everyone's free use or not licensed at all.

  The precise terms and conditions for copying, distribution and
modification follow.

                    GNU GENERAL PUBLIC LICENSE
   TERMS AND CONDITIONS FOR COPYING, DISTRIBUTION AND MODIFICATION

  0. This License applies to any program or other work which contains
a notice placed by the copyright holder saying it may be distributed
under the terms of this General Public License.  The "Program", below,
refers to any such program or work, and a "work based on the Program"
means either the Program or any derivative work under copyright law:
that is to say, a work containing the Program or a portion of it,
either verbatim or with modifications and/or translated into another
language.  (Hereinafter, translation is included without limitation in
the term "modification".)  Each licensee is addressed as "you".

Activities other than copying, distribution and modification are not
covered by this License; they are outside its scope.  The act of
running the Program is not restricted, and the output from the Program
is covered only if its contents constitute a work based on the
Program (independent of having been made by running the Program).
Whether that is true depends on what the Program does.

  1. You may copy and distribute verbatim copies of the Program's
source code as you receive it, in any medium, provided that you
conspicuously and appropriately publish on each copy an appropriate
copyright notice and disclaimer of warranty; keep intact all the
notices that refer to this License and to the absence of any warranty;
and give any other recipients of the Program a copy of this License
along with the Program.

You may charge a fee for the physical act of transferring a copy, and
you may at your option offer warranty protection in exchange for a fee.

  2. You may modify your copy or copies of the Program or any portion
of it, thus forming a work based on the Program, and copy and
distribute such modifications or work under the terms of Section 1
above, provided that you also meet all of these conditions:

    a) You must cause the modified files to carry prominent notices
    stating that you changed the files and the date of any change.

    b) You must cause any work that you distribute or publish, that in
    whole or in part contains or is derived from the Program or any
    part thereof, to be licensed as a whole at no charge to all third
    parties under the terms of this License.

    c) If the modified program normally reads commands interactively
    when run, you must cause it, when started running for such
    interactive use in the most ordinary way, to print or display an
    announcement including an appropriate copyright notice and a
    notice that there is no warranty (or else, saying that you provide
    a warranty) and that users may redistribute the program under
    these conditions, and telling the user how to view a copy of this
    License.  (Exception: if the Program itself is interactive but
    does not normally print such an announcement, your work based on
    the Program is not required to print an announcement.)

These requirements apply to the modified work as a whole.  If
identifiable sections of that work are not derived from the Program,
and can be reasonably considered independent and separate works in
themselves, then this License, and its terms, do not apply to those
sections when you distribute them as separate works.  But when you
distribute the same sections as part of a whole which is a work based
on the Program, the distribution of the whole must be on the terms of
this License, whose permissions for other licensees extend to the
entire whole, and thus to each and every part regardless of who wrote it.

Thus, it is not the intent of this section to claim rights or contest
your rights to work written entirely by you; rather, the intent is to
exercise the right to control the distribution of derivative or
collective works based on the Program.

In addition, mere aggregation of another work not based on the Program
with the Program (or with a work based on the Program) on a volume of
a storage or distribution medium does not bring the other work under
the scope of this License.

  3. You may copy and distribute the Program (or a work based on it,
under Section 2) in object code or executable form under the terms of
Sections 1 and 2 above provided that you also do one of the following:

    a) Accompany it with the complete corresponding machine-readable
    source code, which must be distributed under the terms of Sections
    1 and 2 above on a medium customarily used for software
    interchange; or,

    b) Accompany it with a written offer, valid for at least three
    years, to give any third party, for a charge no more than your
    cost of physically performing source distribution, a complete
    machine-readable copy of the corresponding source code, to be
    distributed under the terms of Sections 1 and 2 above on a medium
    customarily used for software interchange; or,

    c) Accompany it with the information you received as to the offer
    to distribute corresponding source code.  (This alternative is
    allowed only for noncommercial distribution and only if you
    received the program in object code or executable form with such
    an offer, in accord with Subsection b above.)

The source code for a work means the preferred form of the work for
making modifications to it.  For an executable work, complete source
code means all the source code for all modules it contains, plus any
associated interface definition files, plus the scripts used to
control compilation and installation of the executable.  However, as 
a special exception, the source code distributed need not include
anything that is normally distributed (in either source or binary
form) with the major components (compiler, kernel, and so on) of the
operating system on which the executable runs, unless that component
itself accompanies the executable.

If distribution of executable or object code is made by offering
access to copy from a designated place, then offering equivalent
access to copy the source code from the same place counts as
distribution of the source code, even though third parties are not
compelled to copy the source along with the object code.

  4. You may not copy, modify, sublicense, or distribute the Program
except as expressly provided under this License.  Any attempt
otherwise to copy, modify, sublicense or distribute the Program is
void, and will automatically terminate your rights under this License.
However, parties who have received copies, or rights, from you under
this License will not have their licenses terminated so long as such
parties remain in full compliance.

  5. You are not required to accept this License, since you have not
signed it.  However, nothing else grants you permission to modify or
distribute the Program or its derivative works.  These actions are
prohibited by law if you do not accept this License.  Therefore, by
modifying or distributing the Program (or any work based on the
Program), you indicate your acceptance of this License to do so, and
all its terms and conditions for copying, distributing or modifying
the Program or works based on it.

  6. Each time you redistribute the Program (or any work based on the
Program), the recipient automatically receives a license from the
original licensor to copy, distribute or modify the Program subject to
these terms and conditions.  You may not impose any further
restrictions on the recipients' exercise of the rights granted herein.
You are not responsible for enforcing compliance by third parties to
this License.

  7. If, as a consequence of a court judgment or allegation of patent
infringement or for any other reason (not limited to patent issues),
conditions are imposed on you (whether by court order, agreement or
otherwise) that contradict the conditions of this License, they do not
excuse you from the conditions of this License.  If you cannot
distribute so as to satisfy simultaneously your obligations under this
License and any other pertinent obligations, then as a consequence you
may not distribute the Program at all.  For example, if a patent
license would not permit royalty-free redistribution of the Program by
all those who receive copies directly or indirectly through you, then
the only way you could satisfy both it and this License would be to
refrain entirely from distribution of the Program.

If any portion of this section is held invalid or unenforceable under
any particular circumstance, the balance of the section is intended to
apply and the section as a whole is intended to apply in other
circumstances.

It is not the purpose of this section to induce you to infringe any
patents or other property right claims or to contest validity of any
such claims; this section has the sole purpose of protecting the
integrity of the free software distribution system, which is
implemented by public license practices.  Many people have made
generous contributions to the wide range of software distributed
through that system in reliance on consistent application of that
system; it is up to the author/donor to decide if he or she is willing
to distribute software through any other system and a licensee cannot
impose that choice.

This section is intended to make thoroughly clear what is believed to
be a consequence of the rest of this License.

  8. If the distribution and/or use of the Program is restricted in
certain countries either by patents or by copyrighted interfaces, the
original copyright holder who places the Program under this License
may add an explicit geographical distribution limitation excluding
those countries, so that distribution is permitted only in or among
countries not thus excluded.  In such case, this License incorporates
the limitation as if written in the body of this License.

  9. The Free Software Foundation may publish revised and/or new 
versions of the General Public License from time to time.  Such new 
versions will be similar in spirit to the present version, but may 
differ in detail to address new problems or concerns.

Each version is given a distinguishing version number.  If the Program
specifies a version number of this License which applies to it and 
"any later version", you have the option of following the terms and 
conditions either of that version or of any later version published by 
the Free Software Foundation.  If the Program does not specify a 
version number of this License, you may choose any version ever 
published by the Free Software Foundation.

  10. If you wish to incorporate parts of the Program into other free
programs whose distribution conditions are different, write to the 
author to ask for permission.  For software which is copyrighted by the 
Free Software Foundation, write to the Free Software Foundation; we 
sometimes make exceptions for this.  Our decision will be guided by the 
two goals of preserving the free status of all derivatives of our free 
software and of promoting the sharing and reuse of software generally.

                            NO WARRANTY

  11. BECAUSE THE PROGRAM IS LICENSED FREE OF CHARGE, THERE IS NO 
WARRANTY FOR THE PROGRAM, TO THE EXTENT PERMITTED BY APPLICABLE LAW.  
EXCEPT WHEN OTHERWISE STATED IN WRITING THE COPYRIGHT HOLDERS AND/OR 
OTHER PARTIES PROVIDE THE PROGRAM "AS IS" WITHOUT WARRANTY OF ANY KIND, 
EITHER EXPRESSED OR IMPLIED, INCLUDING, BUT NOT LIMITED TO, THE IMPLIED 
WARRANTIES OF MERCHANTABILITY AND FITNESS FOR A PARTICULAR PURPOSE.  
THE ENTIRE RISK AS TO THE QUALITY AND PERFORMANCE OF THE PROGRAM IS 
WITH YOU.  SHOULD THE PROGRAM PROVE DEFECTIVE, YOU ASSUME THE COST OF 
ALL NECESSARY SERVICING, REPAIR OR CORRECTION.

  12. IN NO EVENT UNLESS REQUIRED BY APPLICABLE LAW OR AGREED TO IN 
WRITING WILL ANY COPYRIGHT HOLDER, OR ANY OTHER PARTY WHO MAY MODIFY 
AND/OR REDISTRIBUTE THE PROGRAM AS PERMITTED ABOVE, BE LIABLE TO YOU 
FOR DAMAGES, INCLUDING ANY GENERAL, SPECIAL, INCIDENTAL OR 
CONSEQUENTIAL DAMAGES ARISING OUT OF THE USE OR INABILITY TO USE THE 
PROGRAM (INCLUDING BUT NOT LIMITED TO LOSS OF DATA OR DATA BEING 
RENDERED INACCURATE OR LOSSES SUSTAINED BY YOU OR THIRD PARTIES OR A 
FAILURE OF THE PROGRAM TO OPERATE WITH ANY OTHER PROGRAMS), EVEN IF 
SUCH HOLDER OR OTHER PARTY HAS BEEN ADVISED OF THE POSSIBILITY OF SUCH 
DAMAGES.

                     END OF TERMS AND CONDITIONS

            How to Apply These Terms to Your New Programs

  If you develop a new program, and you want it to be of the greatest
possible use to the public, the best way to achieve this is to make it
free software which everyone can redistribute and change under these terms.

  To do so, attach the following notices to the program.  It is safest
to attach them to the start of each source file to most effectively
convey the exclusion of warranty; and each file should have at least
the "copyright" line and a pointer to where the full notice is found.

    <one line to give the program's name and a brief idea of what it
    does.>
    Copyright (C) <year>  <name of author>

    This program is free software; you can redistribute it and/or
    modify it under the terms of the GNU General Public License as
    published by     the Free Software Foundation; either version 
    2 of the License, or (at your option) any later version.

    This program is distributed in the hope that it will be useful,
    but WITHOUT ANY WARRANTY; without even the implied warranty of
    MERCHANTABILITY or FITNESS FOR A PARTICULAR PURPOSE.  See the
    GNU General Public License for more details.

    You should have received a copy of the GNU General Public License
    along with this program; if not, write to the Free Software
    Foundation, Inc., 51 Franklin Street, Fifth Floor, Boston, MA
    02110-1301 USA.

Also add information on how to contact you by electronic and paper mail.

If the program is interactive, make it output a short notice like this
when it starts in an interactive mode:

    Gnomovision version 69, Copyright (C) year name of author
    Gnomovision comes with ABSOLUTELY NO WARRANTY; for details
    type 'show w'. This is free software, and you are welcome 
    to redistribute it under certain conditions; type 'show c' 
    for details.

The hypothetical commands 'show w' and 'show c' should show the 
appropriate parts of the General Public License.  Of course, the 
commands you use may be called something other than 'show w' and
'show c'; they could even be mouse-clicks or menu items--whatever 
suits your program.

You should also get your employer (if you work as a programmer) or your
school, if any, to sign a "copyright disclaimer" for the program, if
necessary.  Here is a sample; alter the names:

  Yoyodyne, Inc., hereby disclaims all copyright interest in the
  program 'Gnomovision' (which makes passes at compilers) written 
  by James Hacker.

  <signature of Ty Coon>, 1 April 1989
  Ty Coon, President of Vice

This General Public License does not permit incorporating your program 
into proprietary programs.  If your program is a subroutine library, 
you may consider it more useful to permit linking proprietary 
applications with the library.  If this is what you want to do, use 
the GNU Lesser General Public License instead of this License.

A.10. GNU Lesser General Public License Version 2.1, February 1999



The following applies to all products licensed under the 
GNU Lesser General Public License, Version 2.1: You may 
not use the identified files except in compliance with 
the GNU Lesser General Public License, Version 2.1 (the 
"License"). You may obtain a copy of the License at
http://www.gnu.org/licenses/lgpl-2.1.html. A copy of the 
license is also reproduced below. Unless required by 
applicable law or agreed to in writing, software distributed 
under the License is distributed on an "AS IS" BASIS, 
WITHOUT WARRANTIES OR CONDITIONS OF ANY KIND, either express 
or implied. See the License for the specific language governing
permissions and limitations under the License.

                  GNU LESSER GENERAL PUBLIC LICENSE
                       Version 2.1, February 1999

 Copyright (C) 1991, 1999 Free Software Foundation, Inc.
 51 Franklin Street, Fifth Floor, Boston, MA  02110-1301  USA
 Everyone is permitted to copy and distribute verbatim copies
 of this license document, but changing it is not allowed.

[This is the first released version of the Lesser GPL.  It also counts
 as the successor of the GNU Library Public License, version 2, hence
 the version number 2.1.]

                            Preamble

  The licenses for most software are designed to take away your
freedom to share and change it.  By contrast, the GNU General Public
Licenses are intended to guarantee your freedom to share and change
free software--to make sure the software is free for all its users.

  This license, the Lesser General Public License, applies to some
specially designated software packages--typically libraries--of the
Free Software Foundation and other authors who decide to use it.  You
can use it too, but we suggest you first think carefully about whether
this license or the ordinary General Public License is the better
strategy to use in any particular case, based on the explanations below.

  When we speak of free software, we are referring to freedom of use,
not price.  Our General Public Licenses are designed to make sure that
you have the freedom to distribute copies of free software (and charge
for this service if you wish); that you receive source code or can get
it if you want it; that you can change the software and use pieces of
it in new free programs; and that you are informed that you can do
these things.

  To protect your rights, we need to make restrictions that forbid
distributors to deny you these rights or to ask you to surrender these
rights.  These restrictions translate to certain responsibilities for
you if you distribute copies of the library or if you modify it.

  For example, if you distribute copies of the library, whether gratis
or for a fee, you must give the recipients all the rights that we gave
you.  You must make sure that they, too, receive or can get the source
code.  If you link other code with the library, you must provide
complete object files to the recipients, so that they can relink them
with the library after making changes to the library and recompiling
it.  And you must show them these terms so they know their rights.

  We protect your rights with a two-step method: (1) we copyright the
library, and (2) we offer you this license, which gives you legal
permission to copy, distribute and/or modify the library.

  To protect each distributor, we want to make it very clear that
there is no warranty for the free library.  Also, if the library is
modified by someone else and passed on, the recipients should know
that what they have is not the original version, so that the original
author's reputation will not be affected by problems that might be
introduced by others.

  Finally, software patents pose a constant threat to the existence of
any free program.  We wish to make sure that a company cannot
effectively restrict the users of a free program by obtaining a
restrictive license from a patent holder.  Therefore, we insist that
any patent license obtained for a version of the library must be
consistent with the full freedom of use specified in this license.

  Most GNU software, including some libraries, is covered by the
ordinary GNU General Public License.  This license, the GNU Lesser
General Public License, applies to certain designated libraries, and
is quite different from the ordinary General Public License.  We use
this license for certain libraries in order to permit linking those
libraries into non-free programs.

  When a program is linked with a library, whether statically or using
a shared library, the combination of the two is legally speaking a
combined work, a derivative of the original library.  The ordinary
General Public License therefore permits such linking only if the
entire combination fits its criteria of freedom.  The Lesser General
Public License permits more lax criteria for linking other code with
the library.

  We call this license the "Lesser" General Public License because it
does Less to protect the user's freedom than the ordinary General
Public License.  It also provides other free software developers Less
of an advantage over competing non-free programs.  These disadvantages
are the reason we use the ordinary General Public License for many
libraries.  However, the Lesser license provides advantages in certain
special circumstances.

  For example, on rare occasions, there may be a special need to
encourage the widest possible use of a certain library, so that it
becomes a de-facto standard.  To achieve this, non-free programs 
must be allowed to use the library.  A more frequent case is that 
a free library does the same job as widely used non-free libraries.  
In this case, there is little to gain by limiting the free library 
to free software only, so we use the Lesser General Public License.

  In other cases, permission to use a particular library in non-free
programs enables a greater number of people to use a large body of
free software.  For example, permission to use the GNU C Library in
non-free programs enables many more people to use the whole GNU
operating system, as well as its variant, the GNU/Linux operating
system.

  Although the Lesser General Public License is Less protective of the
users' freedom, it does ensure that the user of a program that is
linked with the Library has the freedom and the wherewithal to run
that program using a modified version of the Library.

  The precise terms and conditions for copying, distribution and
modification follow.  Pay close attention to the difference between a
"work based on the library" and a "work that uses the library".  The
former contains code derived from the library, whereas the latter must
be combined with the library in order to run.

                  GNU LESSER GENERAL PUBLIC LICENSE
   TERMS AND CONDITIONS FOR COPYING, DISTRIBUTION AND MODIFICATION

  0. This License Agreement applies to any software library or other
program which contains a notice placed by the copyright holder or
other authorized party saying it may be distributed under the terms of
this Lesser General Public License (also called "this License").
Each licensee is addressed as "you".

  A "library" means a collection of software functions and/or data
prepared so as to be conveniently linked with application programs
(which use some of those functions and data) to form executables.

  The "Library", below, refers to any such software library or work
which has been distributed under these terms.  A "work based on the
Library" means either the Library or any derivative work under
copyright law: that is to say, a work containing the Library or a
portion of it, either verbatim or with modifications and/or translated
straightforwardly into another language.  (Hereinafter, translation is
included without limitation in the term "modification".)

  "Source code" for a work means the preferred form of the work for
making modifications to it.  For a library, complete source code means
all the source code for all modules it contains, plus any associated
interface definition files, plus the scripts used to control
compilation and installation of the library.

  Activities other than copying, distribution and modification are not
covered by this License; they are outside its scope.  The act of
running a program using the Library is not restricted, and output from
such a program is covered only if its contents constitute a work based
on the Library (independent of the use of the Library in a tool for
writing it).  Whether that is true depends on what the Library does
and what the program that uses the Library does.

  1. You may copy and distribute verbatim copies of the Library's
complete source code as you receive it, in any medium, provided that
you conspicuously and appropriately publish on each copy an
appropriate copyright notice and disclaimer of warranty; keep intact
all the notices that refer to this License and to the absence of any
warranty; and distribute a copy of this License along with the
Library.

  You may charge a fee for the physical act of transferring a copy,
and you may at your option offer warranty protection in exchange for a
fee.

  2. You may modify your copy or copies of the Library or any portion
of it, thus forming a work based on the Library, and copy and
distribute such modifications or work under the terms of Section 1
above, provided that you also meet all of these conditions:

    a) The modified work must itself be a software library.

    b) You must cause the files modified to carry prominent notices
    stating that you changed the files and the date of any change.

    c) You must cause the whole of the work to be licensed at no
    charge to all third parties under the terms of this License.

    d) If a facility in the modified Library refers to a function or a
    table of data to be supplied by an application program that uses
    the facility, other than as an argument passed when the facility
    is invoked, then you must make a good faith effort to ensure that,
    in the event an application does not supply such function or
    table, the facility still operates, and performs whatever part of
    its purpose remains meaningful.

    (For example, a function in a library to compute square roots has
    a purpose that is entirely well-defined independent of the
    application.  Therefore, Subsection 2d requires that any
    application-supplied function or table used by this function must
    be optional: if the application does not supply it, the square
    root function must still compute square roots.)

These requirements apply to the modified work as a whole.  If
identifiable sections of that work are not derived from the Library,
and can be reasonably considered independent and separate works in
themselves, then this License, and its terms, do not apply to those
sections when you distribute them as separate works.  But when you
distribute the same sections as part of a whole which is a work based
on the Library, the distribution of the whole must be on the terms of
this License, whose permissions for other licensees extend to the
entire whole, and thus to each and every part regardless of who wrote
it.

Thus, it is not the intent of this section to claim rights or contest
your rights to work written entirely by you; rather, the intent is to
exercise the right to control the distribution of derivative or
collective works based on the Library.

In addition, mere aggregation of another work not based on the Library
with the Library (or with a work based on the Library) on a volume of
a storage or distribution medium does not bring the other work under
the scope of this License.

  3. You may opt to apply the terms of the ordinary GNU General Public
License instead of this License to a given copy of the Library.  To do
this, you must alter all the notices that refer to this License, so
that they refer to the ordinary GNU General Public License, version 2,
instead of to this License.  (If a newer version than version 2 of the
ordinary GNU General Public License has appeared, then you can specify
that version instead if you wish.)  Do not make any other change in
these notices.

  Once this change is made in a given copy, it is irreversible for
that copy, so the ordinary GNU General Public License applies to all
subsequent copies and derivative works made from that copy.

  This option is useful when you wish to copy part of the code of
the Library into a program that is not a library.

  4. You may copy and distribute the Library (or a portion or
derivative of it, under Section 2) in object code or executable form
under the terms of Sections 1 and 2 above provided that you accompany
it with the complete corresponding machine-readable source code, which
must be distributed under the terms of Sections 1 and 2 above on a
medium customarily used for software interchange.

  If distribution of object code is made by offering access to copy
from a designated place, then offering equivalent access to copy the
source code from the same place satisfies the requirement to
distribute the source code, even though third parties are not
compelled to copy the source along with the object code.

  5. A program that contains no derivative of any portion of the
Library, but is designed to work with the Library by being compiled or
linked with it, is called a "work that uses the Library".  Such a
work, in isolation, is not a derivative work of the Library, and
therefore falls outside the scope of this License.

  However, linking a "work that uses the Library" with the Library
creates an executable that is a derivative of the Library (because it
contains portions of the Library), rather than a "work that uses the
library".  The executable is therefore covered by this License.
Section 6 states terms for distribution of such executables.

  When a "work that uses the Library" uses material from a header file
that is part of the Library, the object code for the work may be a
derivative work of the Library even though the source code is not.
Whether this is true is especially significant if the work can be
linked without the Library, or if the work is itself a library.  The
threshold for this to be true is not precisely defined by law.

  If such an object file uses only numerical parameters, data
structure layouts and accessors, and small macros and small inline
functions (ten lines or less in length), then the use of the object
file is unrestricted, regardless of whether it is legally a derivative
work.  (Executables containing this object code plus portions of the
Library will still fall under Section 6.)

  Otherwise, if the work is a derivative of the Library, you may
distribute the object code for the work under the terms of Section 6.
Any executables containing that work also fall under Section 6,
whether or not they are linked directly with the Library itself.

  6. As an exception to the Sections above, you may also combine or
link a "work that uses the Library" with the Library to produce a
work containing portions of the Library, and distribute that work
under terms of your choice, provided that the terms permit
modification of the work for the customer's own use and reverse
engineering for debugging such modifications.

  You must give prominent notice with each copy of the work that the
Library is used in it and that the Library and its use are covered by
this License.  You must supply a copy of this License.  If the work
during execution displays copyright notices, you must include the
copyright notice for the Library among them, as well as a reference
directing the user to the copy of this License.  Also, you must do one
of these things:

    a) Accompany the work with the complete corresponding
    machine-readable source code for the Library including whatever
    changes were used in the work (which must be distributed under
    Sections 1 and 2 above); and, if the work is an executable linked
    with the Library, with the complete machine-readable "work that
    uses the Library", as object code and/or source code, so that the
    user can modify the Library and then relink to produce a modified
    executable containing the modified Library.  (It is understood
    that the user who changes the contents of definitions files in the
    Library will not necessarily be able to recompile the application
    to use the modified definitions.)

    b) Use a suitable shared library mechanism for linking with the
    Library.  A suitable mechanism is one that (1) uses at run time a
    copy of the library already present on the user's computer system,
    rather than copying library functions into the executable, and (2)
    will operate properly with a modified version of the library, if
    the user installs one, as long as the modified version is
    interface-compatible with the version that the work was made with.

    c) Accompany the work with a written offer, valid for at
    least three years, to give the same user the materials
    specified in Subsection 6a, above, for a charge no more
    than the cost of performing this distribution.

    d) If distribution of the work is made by offering access to copy
    from a designated place, offer equivalent access to copy the above
    specified materials from the same place.

    e) Verify that the user has already received a copy of these
    materials or that you have already sent this user a copy.

  For an executable, the required form of the "work that uses the
Library" must include any data and utility programs needed for
reproducing the executable from it.  However, as a special exception,
the materials to be distributed need not include anything that is
normally distributed (in either source or binary form) with the major
components (compiler, kernel, and so on) of the operating system on
which the executable runs, unless that component itself accompanies
the executable.

  It may happen that this requirement contradicts the license
restrictions of other proprietary libraries that do not normally
accompany the operating system.  Such a contradiction means you cannot
use both them and the Library together in an executable that you
distribute.

  7. You may place library facilities that are a work based on the
Library side-by-side in a single library together with other library
facilities not covered by this License, and distribute such a combined
library, provided that the separate distribution of the work based on
the Library and of the other library facilities is otherwise
permitted, and provided that you do these two things:

    a) Accompany the combined library with a copy of the same work
    based on the Library, uncombined with any other library
    facilities.  This must be distributed under the terms of the
    Sections above.

    b) Give prominent notice with the combined library of the fact
    that part of it is a work based on the Library, and explaining
    where to find the accompanying uncombined form of the same work.

  8. You may not copy, modify, sublicense, link with, or distribute
the Library except as expressly provided under this License.  Any
attempt otherwise to copy, modify, sublicense, link with, or
distribute the Library is void, and will automatically terminate your
rights under this License.  However, parties who have received copies,
or rights, from you under this License will not have their licenses
terminated so long as such parties remain in full compliance.

  9. You are not required to accept this License, since you have not
signed it.  However, nothing else grants you permission to modify or
distribute the Library or its derivative works.  These actions are
prohibited by law if you do not accept this License.  Therefore, by
modifying or distributing the Library (or any work based on the
Library), you indicate your acceptance of this License to do so, and
all its terms and conditions for copying, distributing or modifying
the Library or works based on it.

  10. Each time you redistribute the Library (or any work based on the
Library), the recipient automatically receives a license from the
original licensor to copy, distribute, link with or modify the Library
subject to these terms and conditions.  You may not impose any further
restrictions on the recipients' exercise of the rights granted herein.
You are not responsible for enforcing compliance by third parties with
this License.

  11. If, as a consequence of a court judgment or allegation of patent
infringement or for any other reason (not limited to patent issues),
conditions are imposed on you (whether by court order, agreement or
otherwise) that contradict the conditions of this License, they do not
excuse you from the conditions of this License.  If you cannot
distribute so as to satisfy simultaneously your obligations under this
License and any other pertinent obligations, then as a consequence you
may not distribute the Library at all.  For example, if a patent
license would not permit royalty-free redistribution of the Library by
all those who receive copies directly or indirectly through you, then
the only way you could satisfy both it and this License would be to
refrain entirely from distribution of the Library.

If any portion of this section is held invalid or unenforceable under
any particular circumstance, the balance of the section is intended 
to apply, and the section as a whole is intended to apply in other
circumstances.

It is not the purpose of this section to induce you to infringe any
patents or other property right claims or to contest validity of any
such claims; this section has the sole purpose of protecting the
integrity of the free software distribution system which is
implemented by public license practices.  Many people have made
generous contributions to the wide range of software distributed
through that system in reliance on consistent application of that
system; it is up to the author/donor to decide if he or she is willing
to distribute software through any other system and a licensee cannot
impose that choice.

This section is intended to make thoroughly clear what is believed to
be a consequence of the rest of this License.

  12. If the distribution and/or use of the Library is restricted in
certain countries either by patents or by copyrighted interfaces, the
original copyright holder who places the Library under this License 
may add an explicit geographical distribution limitation excluding
those countries, so that distribution is permitted only in or among
countries not thus excluded.  In such case, this License incorporates
the limitation as if written in the body of this License.

  13. The Free Software Foundation may publish revised and/or new
versions of the Lesser General Public License from time to time.
Such new versions will be similar in spirit to the present version,
but may differ in detail to address new problems or concerns.

Each version is given a distinguishing version number.  If the Library
specifies a version number of this License which applies to it and
"any later version", you have the option of following the terms and
conditions either of that version or of any later version published by
the Free Software Foundation.  If the Library does not specify a
license version number, you may choose any version ever published by
the Free Software Foundation.

  14. If you wish to incorporate parts of the Library into other free
programs whose distribution conditions are incompatible with these,
write to the author to ask for permission.  For software which is
copyrighted by the Free Software Foundation, write to the Free
Software Foundation; we sometimes make exceptions for this.  Our
decision will be guided by the two goals of preserving the free status
of all derivatives of our free software and of promoting the sharing
and reuse of software generally.

                            NO WARRANTY

  15. BECAUSE THE LIBRARY IS LICENSED FREE OF CHARGE, THERE IS NO
WARRANTY FOR THE LIBRARY, TO THE EXTENT PERMITTED BY APPLICABLE LAW.
EXCEPT WHEN OTHERWISE STATED IN WRITING THE COPYRIGHT HOLDERS AND/OR
OTHER PARTIES PROVIDE THE LIBRARY "AS IS" WITHOUT WARRANTY OF ANY
KIND, EITHER EXPRESSED OR IMPLIED, INCLUDING, BUT NOT LIMITED TO, THE
IMPLIED WARRANTIES OF MERCHANTABILITY AND FITNESS FOR A PARTICULAR
PURPOSE.  THE ENTIRE RISK AS TO THE QUALITY AND PERFORMANCE OF THE
LIBRARY IS WITH YOU.  SHOULD THE LIBRARY PROVE DEFECTIVE, YOU ASSUME
THE COST OF ALL NECESSARY SERVICING, REPAIR OR CORRECTION.

  16. IN NO EVENT UNLESS REQUIRED BY APPLICABLE LAW OR AGREED TO IN
WRITING WILL ANY COPYRIGHT HOLDER, OR ANY OTHER PARTY WHO MAY MODIFY
AND/OR REDISTRIBUTE THE LIBRARY AS PERMITTED ABOVE, BE LIABLE TO YOU
FOR DAMAGES, INCLUDING ANY GENERAL, SPECIAL, INCIDENTAL OR
CONSEQUENTIAL DAMAGES ARISING OUT OF THE USE OR INABILITY TO USE THE
LIBRARY (INCLUDING BUT NOT LIMITED TO LOSS OF DATA OR DATA BEING
RENDERED INACCURATE OR LOSSES SUSTAINED BY YOU OR THIRD PARTIES OR A
FAILURE OF THE LIBRARY TO OPERATE WITH ANY OTHER SOFTWARE), EVEN IF
SUCH HOLDER OR OTHER PARTY HAS BEEN ADVISED OF THE POSSIBILITY OF SUCH
DAMAGES.

                     END OF TERMS AND CONDITIONS

           How to Apply These Terms to Your New Libraries

  If you develop a new library, and you want it to be of the greatest
possible use to the public, we recommend making it free software that
everyone can redistribute and change.  You can do so by permitting
redistribution under these terms (or, alternatively, under the terms 
of the ordinary General Public License).

  To apply these terms, attach the following notices to the library.
It is safest to attach them to the start of each source file to most
effectively convey the exclusion of warranty; and each file should 
have at least the "copyright" line and a pointer to where the full
notice is found.

    <one line to give the library's name and a brief idea of what it does.>
    Copyright (C) <year>  <name of author>

    This library is free software; you can redistribute it and/or
    modify it under the terms of the GNU Lesser General Public
    License as published by the Free Software Foundation; either
    version 2.1 of the License, or (at your option) any later version.

    This library is distributed in the hope that it will be useful,
    but WITHOUT ANY WARRANTY; without even the implied warranty of
    MERCHANTABILITY or FITNESS FOR A PARTICULAR PURPOSE.  See the GNU
    Lesser General Public License for more details.

    You should have received a copy of the GNU Lesser General Public
    License along with this library; if not, write to the Free Software
    Foundation, Inc., 51 Franklin Street, Fifth Floor, Boston, MA
    02110-1301  USA

Also add information on how to contact you by electronic and paper mail.

You should also get your employer (if you work as a programmer) or your
school, if any, to sign a "copyright disclaimer" for the library, if
necessary.  Here is a sample; alter the names:

  Yoyodyne, Inc., hereby disclaims all copyright interest in the
  library `Frob' (a library for tweaking knobs) written by James 
  Random Hacker.

  <signature of Ty Coon>, 1 April 1990
  Ty Coon, President of Vice

That's all there is to it!

A.11. GNU Libtool License




    The following software may be included in this product:
  

    GNU Libtool (The GNU Portable Library Tool)
  
If you are receiving a copy of the Oracle software in 
source code, you are also receiving a copy of two files
(ltmain.sh and ltdl.h) generated by the GNU Libtool in 
source code. If you received the Oracle software under 
a license other than a commercial (non-GPL) license, 
then the terms of the Oracle license do NOT apply to 
these files from GNU Libtool; they are licensed under 
the following licenses, separately from the Oracle 
programs you receive. 

Oracle elects to use GNU General Public License version 
2 (GPL) for any software where a choice of GPL or GNU 
Lesser/Library General Public License (LGPL) license 
versions are made available with the language indicating 
that GPL/LGPL or any later version may be used, or where 
a choice of which version of the GPL/LGPL is applied is 
unspecified. 

From GNU Libtool: 

ltmain.sh - Provide generalized library-building support 
services.
NOTE: Changing this file will not affect anything until 
you rerun configure. 
Copyright (C) 1996, 1997, 1998, 1999, 2000, 2001, 2003, 2004,
2005, 2006, 2007 Free Software Foundation, Inc.
Originally by Gordon Matzigkeit, 1996 

This program is free software; you can redistribute it 
and/or modify it under the terms of the GNU General 
Public License as published by the Free Software Foundation; 
either version 2 of the License, or (at your option) any 
later version. 

This program is distributed in the hope that it will be 
useful, but WITHOUT ANY WARRANTY; without even the implied 
warranty of MERCHANTABILITY or FITNESS FOR A PARTICULAR 
PURPOSE. See the GNU General Public License for more 
details. You should have received a copy of the GNU General 
Public License along with this program; if not, write to 
the Free Software Foundation, Inc., 51 Franklin Street, 
Fifth Floor, Boston, MA 02110-1301, USA. 

As a special exception to the GNU General Public License, 
if you distribute this file as part of a program that 
contains a configuration script generated by Autoconf, 
you may include it under the same distribution terms that 
you use for the rest of that program. 

    This component is licensed under
    Section A.9, “GNU General Public License Version 2.0, June 1991”
  

A.12. GNU Readline License




    The following software may be included in this product:
  

    GNU Readline Library
  
GNU Readline Library 
With respect to MySQL Server/Cluster software licensed 
under GNU General Public License, you are receiving a 
copy of the GNU Readline Library in source code. The 
terms of any Oracle license that might accompany the 
Oracle programs do NOT apply to the GNU Readline Library; 
it is licensed under the following license, separately 
from the Oracle programs you receive. Oracle elects to 
use GNU General Public License version 2 (GPL) for any 
software where a choice of GPL license versions are 
made available with the language indicating that GPLv2 
or any later version may be used, or where a choice of 
which version of the GPL is applied is unspecified. 

    This component is licensed under
    Section A.9, “GNU General Public License Version 2.0, June 1991”
  

A.13. jboss-common-jdbc-wrapper.jar License




    You are receiving a copy of
    jboss-common-jdbc-wrapper.jar in both source
    and object code in the following
    /src/lib/jboss-common-jdbc-wrapper.jar. The
    terms of the Oracle license do NOT apply to
    jboss-common-jdbc-wrapper.jar; it is licensed
    under the following license, separately from the Oracle programs you
    receive. If you do not wish to install this library, you may remove
    the file
    /src/lib/jboss-common-jdbc-wrapper.jar, but the
    Oracle program might not operate properly or at all without the
    library.
  

    This component is licensed under
    Section A.10, “GNU Lesser General Public License Version 2.1, February 1999”.
  

A.14. lib_sql.cc License




    The following software may be included in this product:
  

    lib_sql.cc
  
Copyright (c) 2000
SWsoft company

This material is provided "as is", with absolutely no warranty 
expressed or implied. Any use is at your own risk.

Permission to use or copy this software for any purpose is hereby 
granted without fee, provided the above notices are retained on 
all copies. Permission to modify the code and to distribute modified 
code is granted, provided the above notices are retained, and a 
notice that the code was modified is included with the above copyright 
notice.

This code was modified by the MySQL team.

A.15. libevent License




    The following software may be included in this product:
  
libevent

Copyright (c) 2000-2007 Niels Provos <provos@citi.umich.edu>
All rights reserved.

Redistribution and use in source and binary forms, with or without
modification, are permitted provided that the following conditions
are met:
1. Redistributions of source code must retain the above copyright
   notice, this list of conditions and the following disclaimer.
2. Redistributions in binary form must reproduce the above copyright
   notice, this list of conditions and the following disclaimer in the
   documentation and/or other materials provided with the distribution.
3. The name of the author may not be used to endorse or promote products
   derived from this software without specific prior written permission.

THIS SOFTWARE IS PROVIDED BY THE AUTHOR ``AS IS'' AND ANY EXPRESS OR
IMPLIED WARRANTIES, INCLUDING, BUT NOT LIMITED TO, THE IMPLIED WARRANTIES
OF MERCHANTABILITY AND FITNESS FOR A PARTICULAR PURPOSE ARE DISCLAIMED.
IN NO EVENT SHALL THE AUTHOR BE LIABLE FOR ANY DIRECT, INDIRECT,
INCIDENTAL, SPECIAL, EXEMPLARY, OR CONSEQUENTIAL DAMAGES (INCLUDING, BUT
NOT LIMITED TO, PROCUREMENT OF SUBSTITUTE GOODS OR SERVICES; LOSS OF USE,
DATA, OR PROFITS; OR BUSINESS INTERRUPTION) HOWEVER CAUSED AND ON ANY
THEORY OF LIABILITY, WHETHER IN CONTRACT, STRICT LIABILITY, OR TORT
(INCLUDING NEGLIGENCE OR OTHERWISE) ARISING IN ANY WAY OUT OF THE USE OF
THIS SOFTWARE, EVEN IF ADVISED OF THE POSSIBILITY OF SUCH DAMAGE

==
Parts developed by Adam Langley 
==

==
log.c
Based on err.c, which was adapted from OpenBSD libc *err*warncode.

Copyright (c) 2005 Nick Mathewson 
Copyright (c) 2000 Dug Song 
Copyright (c) 1993 The Regents of the University of California. 
All rights reserved.

Redistribution and use in source and binary forms, with or without
modification, are permitted provided that the following conditions
are met:
1. Redistributions of source code must retain the above copyright
   notice, this list of conditions and the following disclaimer.
2. Redistributions in binary form must reproduce the above copyright
   notice, this list of conditions and the following disclaimer in
   the documentation and/or other materials provided with the 
   distribution.
3. Neither the name of the University nor the names of its 
   contributors may be used to endorse or promote products derived
   from this software without specific prior written permission.

THIS SOFTWARE IS PROVIDED BY THE REGENTS AND CONTRIBUTORS "AS IS"
AND ANY EXPRESS OR IMPLIED WARRANTIES, INCLUDING, BUT NOT LIMITED 
TO, THE IMPLIED WARRANTIES OF MERCHANTABILITY AND FITNESS FOR A
PARTICULAR PURPOSE ARE DISCLAIMED. IN NO EVENT SHALL THE REGENTS 
OR CONTRIBUTORS BE LIABLE FOR ANY DIRECT, INDIRECT, INCIDENTAL,
SPECIAL, EXEMPLARY, OR CONSEQUENTIAL DAMAGES (INCLUDING, BUT NOT
LIMITED TO, PROCUREMENT OF SUBSTITUTE GOODS OR SERVICES; LOSS OF 
USE, DATA, OR PROFITS; OR BUSINESS INTERRUPTION) HOWEVER CAUSED 
AND ON ANY THEORY OF LIABILITY, WHETHER IN CONTRACT, STRICT
LIABILITY, OR TORT (INCLUDING NEGLIGENCE OR OTHERWISE) ARISING 
IN ANY WAY OUT OF THE USE OF THIS SOFTWARE, EVEN IF ADVISED OF 
THE POSSIBILITY OF SUCH DAMAGE.
==

==
min_heap.h

Copyright (c) 2006 Maxim Yegorushkin 
All rights reserved.

Redistribution and use in source and binary forms, with or without
modification, are permitted provided that the following conditions
are met:
1. Redistributions of source code must retain the above copyright
   notice, this list of conditions and the following disclaimer.
2. Redistributions in binary form must reproduce the above copyright
   notice, this list of conditions and the following disclaimer in
   the documentation and/or other materials provided with the 
   distribution.
3. The name of the author may not be used to endorse or promote 
   products derived from this software without specific prior 
   written permission.

THIS SOFTWARE IS PROVIDED BY THE AUTHOR "AS IS" AND ANY EXPRESS 
OR IMPLIED WARRANTIES, INCLUDING, BUT NOT LIMITED TO, THE IMPLIED
WARRANTIES OF MERCHANTABILITY AND FITNESS FOR A PARTICULAR PURPOSE
ARE DISCLAIMED. IN NO EVENT SHALL THE AUTHOR BE LIABLE FOR ANY
DIRECT, INDIRECT, INCIDENTAL, SPECIAL, EXEMPLARY, OR CONSEQUENTIAL
DAMAGES (INCLUDING, BUT NOT LIMITED TO, PROCUREMENT OF SUBSTITUTE
GOODS OR SERVICES; LOSS OF USE, DATA, OR PROFITS; OR BUSINESS
INTERRUPTION) HOWEVER CAUSED AND ON ANY THEORY OF LIABILITY, WHETHER
IN CONTRACT, STRICT LIABILITY, OR TORT (INCLUDING NEGLIGENCE OR
OTHERWISE) ARISING IN ANY WAY OUT OF THE USE OF THIS SOFTWARE, EVEN
IF ADVISED OF THE POSSIBILITY OF SUCH DAMAGE.
==

==
win32.c

Copyright 2000-2002 Niels Provos 
Copyright 2003 Michael A. Davis 
All rights reserved.

Redistribution and use in source and binary forms, with or without
modification, are permitted provided that the following conditions
are met:
1. Redistributions of source code must retain the above copyright
   notice, this list of conditions and the following disclaimer.
2. Redistributions in binary form must reproduce the above copyright
   notice, this list of conditions and the following disclaimer in
   the documentation and/or other materials provided with the
   distribution.
3.  The name of the author may not be used to endorse or promote 
    products derived from this software without specific prior 
    written permission.

THIS SOFTWARE IS PROVIDED BY THE AUTHOR "AS IS" AND ANY EXPRESS 
OR IMPLIED WARRANTIES, INCLUDING, BUT NOT LIMITED TO, THE IMPLIED 
WARRANTIES OF MERCHANTABILITY AND FITNESS FOR A PARTICULAR PURPOSE 
ARE DISCLAIMED. IN NO EVENT SHALL THE AUTHOR BE LIABLE FOR ANY 
DIRECT, INDIRECT, INCIDENTAL, SPECIAL, EXEMPLARY, OR CONSEQUENTIAL
DAMAGES (INCLUDING, BUT NOT LIMITED TO, PROCUREMENT OF SUBSTITUTE
GOODS OR SERVICES; LOSS OF USE, DATA, OR PROFITS; OR BUSINESS
INTERRUPTION) HOWEVER CAUSED AND ON ANY THEORY OF LIABILITY, WHETHER
IN CONTRACT, STRICT LIABILITY, OR TORT (INCLUDING NEGLIGENCE OR
OTHERWISE) ARISING IN ANY WAY OUT OF THE USE OF THIS SOFTWARE, EVEN
IF ADVISED OF THE POSSIBILITY OF SUCH DAMAGE.
==

A.16. Libiconv License




    The following software may be included in this product:
  
Libiconv

You are receiving a copy of the GNU LIBICONV Library. The terms of the Oracle 
license do NOT apply to the GNU LIBICONV Library; it is licensed under the 
following license, separately from the Oracle programs you receive. If you do 
not wish to install this program, you may delete [agent install 
dir]/lib/libiconv.* and [agent install dir]/licenses/lgpl/iconv files. 

    This component is licensed under
    Section A.10, “GNU Lesser General Public License Version 2.1, February 1999”.
  

A.17. libintl License




    The following software may be included in this product:
  

    libintl
  
Copyright (C) 1994 X Consortium
                
Permission is hereby granted, free of charge, to any person obtaining a copy of 
this software and associated documentation files (the "Software"), to deal in 
the Software without restriction, including without limitation the rights to 
use, copy, modify, merge, publish, distribute, sublicense, and/or sell copies of 
the Software, and to permit persons to whom the Software is furnished to do so, 
subject to the following conditions:
                
The above copyright notice and this permission notice shall be included in all 
copies or substantial portions of the Software.
                
THE SOFTWARE IS PROVIDED "AS IS", WITHOUT WARRANTY OF ANY KIND, EXPRESS OR
IMPLIED, INCLUDING BUT NOT LIMITED TO THE WARRANTIES OF MERCHANTABILITY, FITNESS 
FOR A PARTICULAR PURPOSE AND NONINFRINGEMENT. IN NO EVENT SHALL THE X CONSORTIUM 
BE LIABLE FOR ANY CLAIM, DAMAGES OR OTHER LIABILITY, WHETHER IN AN ACTION OF 
CONTRACT, TORT OR OTHERWISE, ARISING FROM, OUT OF OR IN CONNECTION WITH THE 
SOFTWARE OR THE USE OR OTHER DEALINGS IN THE SOFTWARE.
                
Except as contained in this notice, the name of the X Consortium shall not be 
used in advertising or otherwise to promote the sale, use or other dealings in 
this Software without prior written authorization from the X Consortium.
                
FSF changes to this file are in the public domain.
 .
Copyright 1996-2007 Free Software Foundation, Inc. Taken from GNU libtool, 2001 

Originally by Gordon Matzigkeit <gord@gnu.ai.mit.edu>, 1996 

This file is free software; the Free Software Foundation gives unlimited 
permission to copy and/or distribute it, with or without modifications, as long 
as this notice is preserved.
.
You are receiving a copy of the libintl library. The terms of the Oracle license 
do NOT apply to the libintl library; it is licensed under the following license, 
separately from the Oracle programs you receive. If you do not wish to install 
this program, you may create an "exclude" file and run tar with the X option.

This component is licensed under Section A.10, “GNU Lesser General Public License Version 2.1, February 1999”.


A.18. LPeg Library License




    The following software may be included in this product:
  
LPeg

Use of any of this software is governed by the terms of the license below:

Copyright © 2008 Lua.org, PUC-Rio.

Permission is hereby granted, free of charge, to any person obtaining a copy of
this software and associated documentation files (the "Software"), to deal in
the Software without restriction, including without limitation the rights to
use, copy, modify, merge, publish, distribute, sublicense, and/or sell copies of
the Software, and to permit persons to whom the Software is furnished to do so,
subject to the following conditions:

The above copyright notice and this permission notice shall be included in all
copies or substantial portions of the Software.

THE SOFTWARE IS PROVIDED "AS IS", WITHOUT WARRANTY OF ANY KIND, EXPRESS OR
IMPLIED, INCLUDING BUT NOT LIMITED TO THE WARRANTIES OF MERCHANTABILITY, FITNESS
FOR A PARTICULAR PURPOSE AND NONINFRINGEMENT. IN NO EVENT SHALL THE AUTHORS OR
COPYRIGHT HOLDERS BE LIABLE FOR ANY CLAIM, DAMAGES OR OTHER LIABILITY, WHETHER
IN AN ACTION OF CONTRACT, TORT OR OTHERWISE, ARISING FROM, OUT OF OR IN
CONNECTION WITH THE SOFTWARE OR THE USE OR OTHER DEALINGS IN THE SOFTWARE.

A.19. Lua (liblua) License




    The following software may be included in this product:
  
Lua (liblua)

Copyright © 1994–2008 Lua.org, PUC-Rio.

Permission is hereby granted, free of charge, to any person obtaining 
a copy of this software and associated documentation files (the 
"Software"), to deal in the Software without restriction, including 
without limitation the rights to use, copy, modify, merge, publish, 
distribute, sublicense, and/or sell copies of the Software, and to 
permit persons to whom the Software is furnished to do so, subject 
to the following conditions: 

The above copyright notice and this permission notice shall be 
included in all copies or substantial portions of the Software.
 
THE SOFTWARE IS PROVIDED "AS IS", WITHOUT WARRANTY OF ANY KIND, 
EXPRESS OR IMPLIED, INCLUDING BUT NOT LIMITED TO THE WARRANTIES 
OF MERCHANTABILITY, FITNESS FOR A PARTICULAR PURPOSE AND 
NONINFRINGEMENT. IN NO EVENT SHALL THE AUTHORS OR COPYRIGHT 
HOLDERS BE LIABLE FOR ANY CLAIM, DAMAGES OR OTHER LIABILITY, 
WHETHER IN AN ACTION OF CONTRACT, TORT OR OTHERWISE, ARISING 
FROM, OUT OF OR IN CONNECTION WITH THE SOFTWARE OR THE USE OR 
OTHER DEALINGS IN THE SOFTWARE.

A.20. LuaFileSystem Library License




    The following software may be included in this product:
  
LuaFileSystem

Copyright © 2003 Kepler Project.

Permission is hereby granted, free of charge, to any person obtaining
a copy of this software and associated documentation files (the
"Software"), to deal in the Software without restriction, including
without limitation the rights to use, copy, modify, merge, publish,
distribute, sublicense, and/or sell copies of the Software, and to
permit persons to whom the Software is furnished to do so, subject
to the following conditions:

The above copyright notice and this permission notice shall be
included in all copies or substantial portions of the Software.

THE SOFTWARE IS PROVIDED "AS IS", WITHOUT WARRANTY OF ANY KIND,
EXPRESS OR IMPLIED, INCLUDING BUT NOT LIMITED TO THE WARRANTIES OF
MERCHANTABILITY, FITNESS FOR A PARTICULAR PURPOSE AND NONINFRINGEMENT.
IN NO EVENT SHALL THE AUTHORS OR COPYRIGHT HOLDERS BE LIABLE FOR
ANY CLAIM, DAMAGES OR OTHER LIABILITY, WHETHER IN AN ACTION OF
CONTRACT, TORT OR OTHERWISE, ARISING FROM, OUT OF OR IN CONNECTION
WITH THE SOFTWARE OR THE USE OR OTHER DEALINGS IN THE SOFTWARE.

A.21. md5 (Message-Digest Algorithm 5) License




    The following software may be included in this product:
  
md5 (Message-Digest Algorithm 5)

 This code implements the MD5 message-digest algorithm.
 The algorithm is due to Ron Rivest.  This code was
 written by Colin Plumb in 1993, no copyright is claimed.
 This code is in the public domain; do with it what you wish.

 Equivalent code is available from RSA Data Security, Inc.
 This code has been tested against that, and is equivalent,
 except that you don't need to include two pages of legalese
 with every copy.

 The code has been modified by Mikael Ronstroem to handle
 calculating a hash value of a key that is always a multiple
 of 4 bytes long. Word 0 of the calculated 4-word hash value
 is returned as the hash value.

A.22. OpenSSL v1.0 License




    The following software may be included in this product:
  
NOTE: Does not apply to GPL licensed server (OpenSSL is not shipped with it)

OpenSSL v1.0

LICENSE ISSUES
==============
The OpenSSL toolkit stays under a dual license, i.e. both the conditions of
the OpenSSL License and the original SSLeay license apply to the toolkit. See
below for the actual license texts. Actually both licenses are BSD-style Open
Source licenses. In case of any license issues related to OpenSSL please
contact openssl-core@openssl.org.

OpenSSL License
---------------
/ ====================================================================
Copyright (c) 1998-2008 The OpenSSL Project.
All rights reserved.  
Redistribution and use in source and binary forms, with or without
modification, are permitted provided that the following conditions are met:  
.
1. Redistributions of source code must retain the above copyright notice,
this list of conditions and the following disclaimer.  
2. Redistributions in binary form must reproduce the above copyright notice,
this list of conditions and the following disclaimer in the documentation
and/or other materials provided with the distribution.  
3. All advertising materials mentioning features or use of this software must
display the following acknowledgment:  "This product includes software
developed by the OpenSSL Project for use in the OpenSSL Toolkit. (Link1 /)"  
.
4. The names "OpenSSL Toolkit" and "OpenSSL Project" must not be used to
endorse or promote products derived from this software without prior written
permission. For written permission, please contact openssl-core@openssl.org.  
 
5. Products derived from this software may not be called "OpenSSL" nor may
"OpenSSL" appear in their names without prior written permission of the
OpenSSL Project.  
6. Redistributions of any form whatsoever must retain the following
acknowledgment:  "This product includes software developed by the OpenSSL
Project for use in the OpenSSL Toolkit (Link2 /)"  
.
THIS SOFTWARE IS PROVIDED BY THE OpenSSL PROJECT ``AS IS'' AND ANY  EXPRESSED
OR IMPLIED WARRANTIES, INCLUDING, BUT NOT LIMITED TO, THE  IMPLIED WARRANTIES
OF MERCHANTABILITY AND FITNESS FOR A PARTICULAR  PURPOSE ARE DISCLAIMED. IN
NO EVENT SHALL THE OpenSSL PROJECT OR  ITS CONTRIBUTORS BE LIABLE FOR ANY
DIRECT, INDIRECT, INCIDENTAL,  SPECIAL, EXEMPLARY, OR CONSEQUENTIAL DAMAGES
(INCLUDING, BUT  NOT LIMITED TO, PROCUREMENT OF SUBSTITUTE GOODS OR SERVICES;
 LOSS OF USE, DATA, OR PROFITS; OR BUSINESS INTERRUPTION)  HOWEVER CAUSED AND
ON ANY THEORY OF LIABILITY, WHETHER IN CONTRACT,  STRICT LIABILITY, OR TORT
(INCLUDING NEGLIGENCE OR OTHERWISE)  ARISING IN ANY WAY OUT OF THE USE OF
THIS SOFTWARE, EVEN IF ADVISED  OF THE POSSIBILITY OF SUCH DAMAGE.  
====================================================================  
This product includes cryptographic software written by Eric Young
(eay@cryptsoft.com). This product includes software written by Tim Hudson
(tjh@cryptsoft.com).  

Original SSLeay License
-----------------------
/ Copyright (C) 1995-1998 Eric Young (eay@cryptsoft.com)
All rights reserved.  
This package is an SSL implementation written by Eric Young
(eay@cryptsoft.com).  The implementation was written so as to conform with
Netscapes SSL.   This library is free for commercial and non-commercial use
as long as the following conditions are aheared to. The following conditions
apply to all code found in this distribution, be it the RC4, RSA,  lhash,
DES, etc., code; not just the SSL code. The SSL documentation included with
this distribution is covered by the same copyright terms except that the
holder is Tim Hudson (tjh@cryptsoft.com).   Copyright remains Eric Young's,
and as such any Copyright notices in the code are not to be removed.  If this
package is used in a product, Eric Young should be given attribution as the
author of the parts of the library used.  This can be in the form of a
textual message at program startup or in documentation (online or textual)
provided with the package.   Redistribution and use in source and binary
forms, with or without modification, are permitted provided that the
following conditions are met:  1. Redistributions of source code must retain
the copyright notice, this list of conditions and the following disclaimer.  
2. Redistributions in binary form must reproduce the above copyright notice,
this list of conditions and the following disclaimer in the documentation
and/or other materials provided with the distribution.  3. All advertising
materials mentioning features or use of this software must display the
following acknowledgement:  "This product includes cryptographic software
written by Eric Young (eay@cryptsoft.com)" The word 'cryptographic' can be
left out if the routines from the library being used are not cryptographic
related :-).  4. If you include any Windows specific code (or a derivative
thereof) from the apps directory (application code) you must include an
acknowledgement:  "This product includes software written by Tim Hudson
(tjh@cryptsoft.com)"   THIS SOFTWARE IS PROVIDED BY ERIC YOUNG ``AS IS'' AND
ANY EXPRESS OR IMPLIED WARRANTIES, INCLUDING, BUT NOT LIMITED TO, THE IMPLIED
WARRANTIES OF MERCHANTABILITY AND FITNESS FOR A PARTICULAR PURPOSE  ARE
DISCLAIMED. IN NO EVENT SHALL THE AUTHOR OR CONTRIBUTORS BE LIABLE  FOR ANY
DIRECT, INDIRECT, INCIDENTAL, SPECIAL, EXEMPLARY, OR CONSEQUENTIAL  DAMAGES
(INCLUDING, BUT NOT LIMITED TO, PROCUREMENT OF SUBSTITUTE GOODS  OR SERVICES;
LOSS OF USE, DATA, OR PROFITS; OR BUSINESS INTERRUPTION)  HOWEVER CAUSED AND
ON ANY THEORY OF LIABILITY, WHETHER IN CONTRACT, STRICT  LIABILITY, OR TORT
(INCLUDING NEGLIGENCE OR OTHERWISE) ARISING IN ANY WAY  OUT OF THE USE OF
THIS SOFTWARE, EVEN IF ADVISED OF THE POSSIBILITY OF  SUCH DAMAGE.   The
license and distribution terms for any publically available version or
derivative of this code cannot be changed. i.e. this code cannot simply be  
copied and put under another distribution license  [including the GNU Public
License.]

A.23. PCRE License




    The following software may be included in this product:
  

    PCRE (Perl Compatible Regular Expressions) Library
  
PCRE LICENCE

PCRE is a library of functions to support regular expressions 
whose syntax and semantics are as close as possible to those 
of the Perl 5 language.

Release 7 of PCRE is distributed under the terms of the "BSD" 
licence, as specified below. The documentation for PCRE, 
supplied in the "doc" directory, is distributed under the same 
terms as the software itself.

The basic library functions are written in C and are 
freestanding. Also included in the distribution is a set 
of C++ wrapper functions.

THE BASIC LIBRARY FUNCTIONS
---------------------------
Written by:       Philip Hazel
Email local part: ph10
Email domain:     cam.ac.uk

University of Cambridge Computing Service,
Cambridge, England. Phone: +44 1223 334714.

Copyright (c) 1997-2006 University of Cambridge
All rights reserved.

THE C++ WRAPPER FUNCTIONS
-------------------------
Contributed by:   Google Inc.

Copyright (c) 2006, Google Inc.
All rights reserved.

THE "BSD" LICENCE
-----------------

Redistribution and use in source and binary forms, 
with or without modification, are permitted provided 
that the following conditions are met:

* Redistributions of source code must retain the above 
  copyright notice, this list of conditions and the 
  following disclaimer.
* Redistributions in binary form must reproduce the 
  above copyright notice, this list of conditions and 
  the following disclaimer in the documentation and/or 
  other materials provided with the distribution.
* Neither the name of the University of Cambridge nor 
  the name of Google Inc. nor the names of their contributors 
  may be used to endorse or promote products derived from 
  this software without specific prior written permission.

THIS SOFTWARE IS PROVIDED BY THE COPYRIGHT HOLDERS AND 
CONTRIBUTORS "AS IS" AND ANY EXPRESS OR IMPLIED WARRANTIES, 
INCLUDING, BUT NOT LIMITED TO, THE IMPLIED WARRANTIES OF 
MERCHANTABILITY AND FITNESS FOR A PARTICULAR PURPOSE ARE 
DISCLAIMED. IN NO EVENT SHALL THE COPYRIGHT OWNER OR CONTRIBUTORS 
BE LIABLE FOR ANY DIRECT, INDIRECT, INCIDENTAL, SPECIAL, EXEMPLARY, 
OR CONSEQUENTIAL DAMAGES (INCLUDING, BUT NOT LIMITED TO, PROCUREMENT 
OF SUBSTITUTE GOODS OR SERVICES; LOSS OF USE, DATA, OR PROFITS; 
OR BUSINESS INTERRUPTION) HOWEVER CAUSED AND ON ANY THEORY OF 
LIABILITY, WHETHER IN CONTRACT, STRICT LIABILITY, OR TORT (INCLUDING 
NEGLIGENCE OR OTHERWISE) ARISING IN ANY WAY OUT OF THE USE OF 
THIS SOFTWARE, EVEN IF ADVISED OF THE POSSIBILITY OF SUCH DAMAGE.

End

A.24. RegEX-Spencer Library License




    The following software may be included in this product: Henry
    Spencer's Regular-Expression Library (RegEX-Spencer)
  
Copyright 1992, 1993, 1994 Henry Spencer.  All rights reserved.
This software is not subject to any license of the American Telephone
and Telegraph Company or of the Regents of the University of California.

Permission is granted to anyone to use this software for any purpose on
any computer system, and to alter it and redistribute it, subject
to the following restrictions:

1. The author is not responsible for the consequences of use of this
   software, no matter how awful, even if they arise from flaws in it.

2. The origin of this software must not be misrepresented, either by
   explicit claim or by omission.  Since few users ever read sources,
   credits must appear in the documentation.

3. Altered versions must be plainly marked as such, and must not be
   misrepresented as being the original software.  Since few users
   ever read sources, credits must appear in the documentation.

4. This notice may not be removed or altered.

A.25. RFC 3174 - US Secure Hash Algorithm 1 (SHA1) License




    The following software may be included in this product:
  

    RFC 3174 - US Secure Hash Algorithm 1 (SHA1)
  
RFC 3174 - US Secure Hash Algorithm 1 (SHA1) 

Copyright (C) The Internet Society (2001).  All Rights Reserved.

This document and translations of it may be copied and furnished to
others, and derivative works that comment on or otherwise explain it
or assist in its implementation may be prepared, copied, published
and distributed, in whole or in part, without restriction of any
kind, provided that the above copyright notice and this paragraph are
included on all such copies and derivative works.  However, this
document itself may not be modified in any way, such as by removing
the copyright notice or references to the Internet Society or other
Internet organizations, except as needed for the purpose of
developing Internet standards in which case the procedures for
copyrights defined in the Internet Standards process must be
followed, or as required to translate it into languages other than
English.

The limited permissions granted above are perpetual and will not be
revoked by the Internet Society or its successors or assigns.

This document and the information contained herein is provided on an
"AS IS" basis and THE INTERNET SOCIETY AND THE INTERNET ENGINEERING
TASK FORCE DISCLAIMS ALL WARRANTIES, EXPRESS OR IMPLIED, INCLUDING
BUT NOT LIMITED TO ANY WARRANTY THAT THE USE OF THE INFORMATION
HEREIN WILL NOT INFRINGE ANY RIGHTS OR ANY IMPLIED WARRANTIES OF
MERCHANTABILITY OR FITNESS FOR A PARTICULAR PURPOSE.

Acknowledgement 
Funding for the RFC Editor function is currently provided by the
Internet Society.

A.26. Richard A. O'Keefe String Library License




    The following software may be included in this product:
  

    Richard A. O'Keefe String Library
  
The Richard O’Keefe String Library is subject to the following notice:

These files are in the public domain.  This includes getopt.c, which
is the work of Henry Spencer, University of Toronto Zoology, who
says of it "None of this software is derived from Bell software. I
had no access to the source for Bell's versions at the time I wrote
it.  This software is hereby explicitly placed in the public domain.
It may be used for any purpose on any machine by anyone." I would
greatly prefer it if *my* material received no military use.

The t_ctype.h file is subject to the following notice:

Copyright (C) 1998, 1999 by Pruet Boonma, all rights reserved.
Copyright (C) 1998 by Theppitak Karoonboonyanan, all rights reserved.

  Permission to use, copy, modify, distribute and sell this software and its
documentation for any purpose is hereby granted without fee, provided that the above
copyright notice appear in all copies.

  Smaphan Raruenrom and Pruet Boonma makes no representations about
the suitability of this software for any purpose. It is provided
"as is" without express or implied warranty.

A.27. SHA-1 in C License




    The following software may be included in this product:
  

    SHA-1 in C
  
SHA-1 in C
By Steve Reid <steve@edmweb.com>
100% Public Domain

A.28. Simple Logging Facade for Java (SLF4J) License




    The following software may be included in this product:
  
Simple Logging Facade for Java (SLF4J) 

Copyright (c) 2004-2008 QOS.ch 
All rights reserved. 

Permission is hereby granted, free of charge, 
to any person obtaining a copy of this software 
and associated documentation files (the "Software"), 
to deal in the Software without restriction, including 
without limitation the rights to use, copy, modify, 
merge, publish, distribute, sublicense, and/or sell 
copies of the Software, and to permit persons to whom 
the Software is furnished to do so, subject to the 
following conditions: 

The above copyright notice and this permission notice 
shall be included in all copies or substantial portions 
of the Software. 

THE SOFTWARE IS PROVIDED "AS IS", WITHOUT WARRANTY 
OF ANY KIND, EXPRESS OR IMPLIED, INCLUDING BUT NOT 
LIMITED TO THE WARRANTIES OF MERCHANTABILITY, FITNESS 
FOR A PARTICULAR PURPOSE AND NONINFRINGEMENT. IN NO 
EVENT SHALL THE AUTHORS OR COPYRIGHT HOLDERS BE LIABLE 
FOR ANY CLAIM, DAMAGES OR OTHER LIABILITY, WHETHER IN 
AN ACTION OF CONTRACT, TORT OR OTHERWISE, ARISING FROM, 
OUT OF OR IN CONNECTION WITH THE SOFTWARE OR THE USE 
OR OTHER DEALINGS IN THE SOFTWARE.

A.29. zlib License




    The following software may be included in this product:
  

    zlib
  

    Oracle gratefully acknowledges the contributions of Jean-loup Gailly
    and Mark Adler in creating the zlib general purpose compression
    library which is used in this product.
  
zlib.h -- interface of the 'zlib' general purpose compression library
Copyright (C) 1995-2004 Jean-loup Gailly and Mark Adler

zlib.h -- interface of the 'zlib' general purpose compression library
version 1.2.3, July 18th, 2005
Copyright (C) 1995-2005 Jean-loup Gailly and Mark Adler

zlib.h -- interface of the 'zlib' general purpose compression library
version 1.2.5, April 19th, 2010
Copyright (C) 1995-2010 Jean-loup Gailly and Mark Adler

This software is provided 'as-is', without any express or implied warranty.
In no event will the authors be held liable for any damages arising from the
use of this software. Permission is granted to anyone to use this software
for any purpose,including commercial applications, and to alter it and
redistribute it freely, subject to the following restrictions:

1. The origin of this software must not be misrepresented; you must not
   claim that you wrote the original software. If you use this software
   in a product, an acknowledgment in the product documentation would
   be appreciated but is not required.
2. Altered source versions must be plainly marked as such, and must not
   be misrepresented as being the original software.
3. This notice may not be removed or altered from any source distribution.

Jean-loup Gailly jloup@gzip.org
Mark Adler madler@alumni.caltech.edu 

A.30. ZLIB.NET License




    The following software may be included in this product:
  
ZLIB.NET

Copyright (c) 2006-2007, ComponentAce
http://www.componentace.com
All rights reserved.

Redistribution and use in source and binary forms, 
with or without modification, are permitted provided 
that the following conditions are met:

* Redistributions of source code must retain the
  above copyright notice, this list of conditions and
  the following disclaimer. 
* Redistributions in binary form must reproduce the 
  above copyright notice, this list of conditions and 
  the following disclaimer in the documentation and/or 
  other materials provided with the distribution. 
* Neither the name of ComponentAce nor the names of its 
  contributors may be used to endorse or promote products 
  derived from this software without specific prior written 
  permission. 

THIS SOFTWARE IS PROVIDED BY THE COPYRIGHT HOLDERS AND 
CONTRIBUTORS "AS IS" AND ANY EXPRESS OR IMPLIED WARRANTIES, 
INCLUDING, BUT NOT LIMITED TO, THE IMPLIED WARRANTIES OF 
MERCHANTABILITY AND FITNESS FOR A PARTICULAR PURPOSE ARE 
DISCLAIMED. IN NO EVENT SHALL THE COPYRIGHT OWNER OR 
CONTRIBUTORS BE LIABLE FOR ANY DIRECT, INDIRECT, INCIDENTAL, 
SPECIAL, EXEMPLARY, OR CONSEQUENTIAL DAMAGES (INCLUDING, 
BUT NOT LIMITED TO, PROCUREMENT OF SUBSTITUTE GOODS OR SERVICES; 
LOSS OF USE, DATA, OR PROFITS; OR BUSINESS INTERRUPTION) HOWEVER 
CAUSED AND ON ANY THEORY OF LIABILITY, WHETHER IN CONTRACT, 
STRICT LIABILITY, OR TORT (INCLUDING NEGLIGENCE OR OTHERWISE) 
ARISING IN ANY WAY OUT OF THE USE OF THIS SOFTWARE, EVEN IF 
ADVISED OF THE POSSIBILITY OF SUCH DAMAGE.

